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Abstract—Network-on-Chips (NoCs) are becoming the defacto
standard for interconnecting the increasing number of cores in
chip multiprocessors (CMPs) by overcoming the scalability and
wire delay problems of shared buses. However, recent research
has shown that future NoCs will be limited by power dissipation
and reduced performance forcing architects to explore other
technologies that are complementary metal oxide semiconductor
(CMOS) compatible. In this paper, we propose ET-PROPEL
(Extended Token based Photonic Reconfigurable On-Chip Power
and Area-Efficient Links) architecture to utilize the emerging
nanophotonic technology to design a high-bandwidth, low latency
and low power multi-level hybrid interconnect that balances
cost and performance. We develop our interconnect at three
levels: at the first level (x) we design a fully connected network
for exploiting locality; at the second level (y), we design a
shared channel using optical tokens to reduce power while
providing full connectivity and at the third level (z), we propose
a novel nanophotonic crossbar that provides scalable bisection
bandwidth. The first two levels are combined into T-PROPEL
(token-PROPEL, 64 cores) and four separate T-PROPELs are
combined into ET-PROPEL (256 cores). We have simulated both
T-PROPEL and ET-PROPEL using synthetic and SPLASH-2
traffic, where our results indicate that T-PROPEL and ET-
PROPEL significantly reduce power (10-fold) and increase per-
formance (3-fold) over other well known electrical and photonic
networks.

I. INTRODUCTION

As continuous transistor scaling provides chip designers
with billions of transistors, system architects have embraced
multicore architectures to provide the exponential growth in
performance. To overcome the scalability and wire delay
problems of shared buses [1], most recent designs have
adopted a modular, regular and packet-switched communi-
cation paradigm called Network-on-Chips (NoCs) [2], [3].
However, with increasing number of cores, the design of
NoCs connecting these cores has become extremely critical
from both power and performance viewpoint [4]. For example,
in the Intel TeraFLOPS processor architecture, the intercon-
nect consumes more than 28% of the total power budget,
when the expected power budget should be less than 10%
[5]. Moreover, fundamental signalling limitations (reflections,
crosstalk), electromagnetic interference (EMI), clock skew and
other problems associated with metallic interconnects will only
exacerbate the power dissipation and performance limitations
of NoCs with further technology scaling [6], [7], [8].

Nanophotonic technology is an emerging solution for future
on-chip interconnects and provides several significant advan-
tages over metallic interconnects such as: (1) bit rates inde-
pendent of distance, (2) higher bandwidth due to multiplexing

of wavelengths, (3) larger bandwidth density by multiplexing
wavelengths on the same waveguide/fiber, (4) lower power by
dissipating power only at the endpoints of the communication
channel and many more [9]. In addition, nanophotonic tech-
nology used for on-chip applications enable higher bandwidth
through dense wavelength division multiplexing (DWDM)
and low latency. Recent developments in nanophotonics have
demonstrated functional devices such as micro-ring resonators
[10], waveguides, and photodetectors [11] with on-chip di-
mensions and compatible with complementary metal oxide
semiconductor (CMOS) [12], [13], [14], [15], [16], [17]. These
nanophotonic device level developments combined with future
interconnect uncertainty have fuelled tremendous interest in
nanophotonics for future on-chip interconnects.

In this paper, we propose to utilize the emerging field
of nanophotonics to design ET-PROPEL (Extended-Token
based Photonic Reconfigurable On-Chip Power and Area-
Efficient Links); a high bandwidth, low latency and low
power nanophotonic architecture that combines wavelength
division multiplexing (WDM), space division multiplexing
(SDM), optical tokens and nanophotonic crossbars to develop
a two-hop network for 256 cores. ET-PROPEL is developed
as a multi-level interconnect that utilizes different interconnect
designs at each level to balance power consumption, area
overhead and overall network performance. The first two levels
(x and y) are combined into T-PROPEL (token-PROPEL). At
the first level (x), we design a fully connected network to
exploit local communication among neighboring tiles. At the
second level (y), we extend the first level (x) to communicate
with the second level by sharing optical tokens to provide com-
plete connectivity without exponentially increasing the number
of components - a balance between area and performance.
At the third level (z), we combine four T-PROPELs using
fatree topology to design ET-PROPEL by using arbitration
free nanophotonic crossbars as this provides a high bisection
bandwidth. The N × N nanophotonic crossbar is designed
using waveguides and double micro-ring resonators for optical
switching.

We designed ET-PROPEL with a hybrid of nanophotonic
multi-level communication paradigms because we feel no one
implementation (flat topologies) is best for all levels of com-
munication. For example, a fully connected interconnection
network will require a large number of optical components
(area overhead), a shared interconnection network with optical
tokens will increase the level of contention (latency) and arbi-
tration free optical crossbars are difficult or almost impossible
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Fig. 1. Proposed layout of a T-PROPEL architecture for 64 cores and

to implement (complexity). We provide a quantitative analysis
by comparing the performance of T-PROPEL and ET-PROPEL
to other leading electrical and nanophotonic NoC designs in
terms of throughput, latency and power for both synthetic
and SPLASH-2 benchmarks for 64 and 256 cores. Our results
indicate that T-PROPEL and ET-PROPEL significantly reduce
power (10-fold) and increase performance (3-fold) over other
well known electrical and photonic networks. In what follows,
we briefly describe the nanophotonic components, proposed
architecture and results.

II. SILICON NANOPHOTONIC DEVICES AND COMPONENTS

In this section, we briefly describe the silicon nanophotonic
interconnects and components. Nanophotonic interconnect will
require (i) lasers to generate the carrier signal, (ii) modulators
and drivers to encode the data, (iii) medium (waveguides,
fibers, free space) for signal propagation, (iv) photodetectors
to detect light and (v) back-end signal processing (tran-
simpedance amplifiers (TIA), voltage amplifiers, clock and
data recovery) to recover the transmitted bit.

Indirect modulation with an external laser will need an
on-chip modulator. Micro-ring resonators [10] is a common
device used for indirect modulation of an optical signal and
have been demonstrated with small footprints (10 µm) and
lower power dissipation (0.1 mW) [10]. In addition, micro-
ring resonators have been demonstrated with extinction ratios
greater than 9 dB, optical losses as low as -0.12 dB/cm, and
modulator insertion loss of 1 dB, which are sufficient for the
receiver design used in ET-PROPEL [13], [11], [10], [18].

CMOS compatible Silicon (Si) waveguides allow for signal
propagation. Recent research has shown that it is possible to
multiplex 64 wavelengths of light onto a single waveguide
with 60 GHz spacing between wavelengths [13]. In addition,
waveguides with submicron-size cross-sections (0.5 µm) and
low-loss (1.3 dB/cm) have been demonstrated [12].

An optical receiver performs the optical-to-electrical con-
version of data, and is comprised of a photodetector, a tran-
simpedance amplifier (TIA), and a voltage amplifier. A pho-
todetector is used to convert the incoming optical beam into
an electrical current. Due to Si transparency to wavelengths
of light found in optical communication (1.1 - 1.55 µm), pure
Si is not the right material for on-chip photodetection. Recent
research has shown Germanium-on-Silicon-on-Insulator (Ge-
on-SOI) detectors are a viable solution for CMOS compatible
on-chip applications [11]. A recent demonstrated Si-CMOS-
Amplifier has power dissipation of 1.1 mW/Gbps with a data
rate of 10 Gbps [11]. In addition, the Si-CMOS-Amplifier
has an area overhead of 175 µm x 150 µm, making it a
valuable TIA and voltage amplifier for on-chip applications.
ET-PROPEL is designed using micro-ring resonators, silicon
waveguides and Ge-on-SOI photodetectors.

III. T-PROPEL: ARCHITECTURE AND IMPLEMENTATION

A. Architecture

Prior research has shown that optics is more advantageous
compared to electronics in terms of power, delay, and area at
core-to-core distances for 22nm and 17nm technology nodes
[14], [15], [13], [12]. Due to this, we choose 22nm technology
for our work. In T-PROPEL, we combine four cores together
and connect them with a shared L2 cache, which we call a tile.
This grouping reduces the cost of the interconnect as every
core does not require lasers attached and more importantly,
facilitates local communication through cheaper electronic
switching [19]. Figure 1 shows the layout of T-PROPEL,
which consists of 16-tiles in a grid fashion with 4-tiles in
x (level one) and y-directions (level two). Communication in
the x-direction (level one) takes place directly without optical
arbitration as all tiles in each x-direction are fully connected.
For communication in the y-direction, optical tokens are re-
quired as multiple tiles share the same waveguides. This design
results in a one hop network and a detailed explanation of the
operations of T-PROPEL are given in the next subsection. It
should be noted, that we chose to use tokens for the y-direction
only as this will result in a maximum of one hop with minimal
increase in the number of nanophotonic components.

B. T-PROPEL: Inter Tile Communication

In T-PROPEL, we adopt two different levels of communi-
cation. For source and destination tiles that are in the same
row (x direction, level one), we adopt an arbitration free fully
connected optical communication. If the source and destination
tiles are located in different rows (y direction, level two), we
use optical tokens shared by x-direction tiles for communi-
cation. In the following paragraph, we describe in detail the
operation and waveguide assignment for communication that
takes place in the x-direction.

Figure 2 shows tiles (3,0) to (3,3) arranged along the x-
direction. Each waveguide is associated with a unique source
and destination tile and all wavelengths that traverse the
waveguide are used to communicate with the source and
destination. This design requires three waveguides per tile or
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Fig. 2. The routing and waveguide assignment proposed for x-direction
communication.

a total of 12 waveguides for x-direction. In the figure, the 12
waveguides are implemented in a u-shape. This u-shape design
allows for optical data to be modulated on the waveguides
in the first pass and for the optical data to be received on
the second pass. In the first pass, each tile modulates data
on three different waveguides, which will be received by
three other tiles. In Figure 2, two enlarged sections of the
12 waveguides show how 64 micro-ring resonators are placed
along the waveguide for both modulation and detection.

The routing in the y-direction when the source and destina-
tion tiles are in different rows requires optical tokens as all x-
direction tiles share the same waveguide for communication to
the same destination. These optical tokens allow for arbitration
of the waveguides, so two or more tiles do not communicate
on the same waveguide at the same time. In y-direction
communication, dedicated waveguides are routed past a row of
tiles where they will modulate the light and are then routed to
a destination y-direction tile where the data will be received.
Since there are four tiles located in any row, only these four
tiles will arbitrate for a specific destination waveguide. This
results in a total of 13 waveguides needed for each row of
tiles, where one of 12 waveguides are used to communicate
with 12 tiles on different rows and an addition waveguide for
optical tokens. The optical token waveguide circulates optical
tokens which are used for arbitration and only requires 12
wavelengths, one for each tile not located in the same row.

Figure 3 shows the layout and functionality for communi-
cation in the y-direction. In Figure 3, we only show how the
top x-direction tiles communicate with the far left y-direction
tiles and how the bottom x-direction tiles communicate with
the far right tiles for clarity purposes. To illustrate with
an example, suppose Tile (3,3) needs to communicate with
Tile (0,0). First Tile (3,3) will capture the token needed to
communicate with Tile (0,0). This can be accomplished by
turning on the micro-ring resonator that corresponds to the
needed token (wavelength). After Tile (3,3) captures the corre-
sponding token, it modulates the light on the waveguide that is
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Fig. 3. The layout and implementation for y-direction communication. Each
modulation and detection point in the figure except for the optical token
waveguide represents 64 micro-ring resonators.

connected directly to Tile (0,0). When Tile (3,3) completes the
communication with Tile (0,0) it will inject the token back into
the optical waveguide for other tiles to use. To show the reverse
communication, Tile(0,0) turns on the micro-ring resonator
needed to capture the token for communication with Tile (3,3).
After capturing this token, Tile (0,0) communicates directly
with Tile (3,3). When communication is complete, the token is
injected back into the optical token waveguide. The y-direction
communication described between Tile (3,3)/Tile (0,0) and
Tile (0,0)/Tile (3,3) is identical for any combination of source
and destination tiles. In our design, we limit the sharing of
the tokens between four tiles, which reduces the contention
enabling a high-throughput, low latency interconnect design.

Optical tokens are required for arbitration as one waveguide
is shared between four tiles during y-direction communication.
Each tile in T-PROPEL controls the injection of the token
(in the x-direction) for communication in the y-direction. For
example from Figure 3, Tile (3,0) controls the injection of
optical tokens for Tile (3,0), Tile (3,1), Tile (3,2) and Tile
(3,3) that are used for communication with Tile (0,0), Tile (1,0)
and Tile (2,0). Tile (3,0) is called the token control tile for the
above y-direction communication. To further emphasize this,
Tile (0,3) controls the injection of the tokens for Tile (0,0),
Tile (0,1), Tile (0,2) and Tile (0,3) that want to communicate
with Tile (1,3), Tile (2,3) and Tile (3,3).

IV. ET-PROPEL: ARCHITECTURE AND IMPLEMENTATION

T-PROPEL can be scaled directly to 256 cores by con-
necting 64 tiles in a 2-D grid manner, but this would result
in a large network design with each x-direction requiring 56
tokens and 112 waveguides. In order to reduce the number of
optical components, reduce power consumption and provide
scalable bisection bandwidth, we propose an alternate design,
called (extended) ET-PROPEL, with which we can increase
the communication bandwidth without significantly increasing
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Fig. 4. The proposed ET-PROPEL architecture. Each of the clusters is the
original T-PROPEL architecture designed for 64 cores. Inter-cluster connec-
tivity is established using 4-input 64-wavelength optical crossbar implemented
using micro-ring resonators. All combination are not shown for clarity. Each
nanophotonic crossbar in the figure represent four crossbar which are also not
shown for clarity.

the cost of the network. We utilize optical crossbars that can
provide N × N switching functionality. An optical crossbar
allows incoming light to be switched from one waveguide to
another depending on the wavelength and the input waveguide.
Using double micro-ring resonators and unique waveguide
routing, we design an optical crossbar device with dimensions
suitable for on-chip applications.

The proposed ET-PROPEL is shown in Figure 4. We
combine four 64-core T-PROPELs using optical crossbars to
design a 256-core ET-PROPEL. We adopt a fat tree topol-
ogy with multiple roots to provide a scalable inter-cluster
bandwidth. Every tile with similar coordinates Tiles (x,y) on
different T-PROPELs are connected together with the 4 × 4
optical crossbars. For example, Tiles (0,0) on T-PROPEL 0,
1, 2 and 3 are connected together with the optical crossbar.
Similarly, Tiles (0,1) on T-PROPEL 0, 1, 2 and 3 are connected
together with another optical crossbar and so on.

A. Nanophotonic Crossbar implementation

This subsection discusses the construction of an nanopho-
tonic crossbar using double micro-ring resonators. A double
micro-ring resonator consists of two micro-ring resonators
that are placed in between two waveguides to retain the
same direction of light from input to output port. Figure 5(a)
shows the operating principle of a double micro-ring resonator
allowing light of the same wavelength to be switched between
the two waveguides. λ (1)

0 is switched to the bottom waveguide
and λ (2)

0 is switched to the top waveguide. Figure 5(b) shows
the double micro-ring resonator implementation of a 64-
wavelength 4 × 4 optical crossbar. It should be mentioned that
each micro-ring resonator in the figure represents 16 micro-
ring resonators which are not shown for clarity and would
be placed adjacent to each other allowing the 15 additional
wavelengths to be switched between waveguides. In the double
ring optical crossbar, wavelengths are switched at locations
where two waveguides are running parallel to each other.
At this point, light is switched from one waveguide to the
other. This switching enables an input port to be connected to
all output ports. In Figure 5(b), λ(0−15) is switched between

Fig. 5. (a) Double micro-ring resonator switching two optical light beams.
(b) Proposed 4-input 64-wavelength nanophotonic crossbar implementation
using micro-ring resonators.

waveguide 0 and waveguide 1, waveguide 2 and waveguide 3
and also between waveguide 0 and waveguide 3, λ(16−31) is
switched between of waveguide 1 and waveguide 2, λ(32−47)
is switched between waveguide 0 and waveguide 3 and also
between waveguide 1 and waveguide 3, and lastly, λ(48−63) is
between of waveguide 0 and waveguide 2 and also between
waveguide 0 and waveguide 3.

For a further understanding of the double ring optical
crossbar, we will show how light from input 0 is switched
and arrives on the 4 outputs. As light travels from input 0,
it first becomes adjacent with waveguide connecting input
1. At this point, λ (0)

(0−15) is placed on waveguide connecting
input 1, allowing input 0 to communicate with output 0 using
λ (0)
(0−15). Then light traveling down input 0 becomes adjacent

with input 2. At this point, λ (0)
(48−63) is placed on waveguide 2,

allowing input 0 to communicate with output 3 using λ (0)
(48−63).

As the light continues traveling down waveguide 0, it will
become parallel with waveguide 3. At this point λ (0)

(16−31) that
is originally from waveguide 0 is placed on waveguide 3,
allowing input 0 to communicate with output 1 using λ (0)

(16−31).

Lastly, λ (0)
(32−48) arrives at output 2 as it was the only light not

switched. This allows input 0 to communicated with output
2 using λ (0)

(48−63). This concept is expanded for other inputs
which creates a 4 × 4 64-wavelength optical crossbar.

B. Design Cost

The double rings optical crossbar consists of a total of 8 sets
of double-ring resonators. Each set is comprised of 32 micro-
ring resonators or a total of 256 micro-ring resonators are
used to construct the double rings optical crossbar. The optical
crossbar contains 96 double micro-ring resonators, where each
double micro-ring resonator has dimensions of 15 µm × 20
µm. This includes a 5 µm spacing between each double
micro-ring resonator which is used to prevent cross coupling
between adjacent micro-ring resonators. This results in the
optical crossbar having a height of 80 µm (3 double micro-ring
resonator sets and 4 waveguides) and a width of 720 µm (3
double micro-ring sets). The double rings optical crossbar has
two waveguide crossings with a maximum distance of about
1 mm.

In calculating the optical loss, we used a waveguide loss of
-1.3 dB/cm, a micro-ring traversal loss of -1 dB, waveguide
cross-over loss of 0.05 -dB and a bending loss of -1 dB. The
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maximum number of double micro-ring resonators an optical
beam will need to traverse is two or four single micro-ring
resonators. Also, the optical beam will encounter two cross-
over losses, two bending losses and have a waveguide traversal
loss of 1mm. This results in a total optical power loss of -
6.23 dB. The double micro-ring nanophotonic crossbar is both
power loss efficient (-6.23 dB) and area overhead efficient
(0.0576 mm2).

V. PERFORMANCE EVALUATION

In this section, we compare ET-PROPEL and T-PROPEL
to well known electrical and nanophotonic networks. For T-
PROPEL, we compare it to mesh [20], Cmesh [19], and
Flattened-butterfly [21] in terms of throughput, power and
latency. For ET-PROPEL, we compare it to mesh [20], Cmesh
[19], Flattened-butterfly [21], Firefly [22], and an optical
crossbar in terms of throughput, power and latency.

A. Energy Comparison and Estimates

For electrical interconnects, we consider wires implemented
in semi-global metal layers for inter-router links. The wire
capacitances, resistances and device parameters were obtained
from International Roadmap for Semiconductors and Berkeley
Predictive Technology Models. The power per segment of a
repeater-inserted wire is given by Psegment = Pdynamic + Pleakage
+Pshort−ckt where Pdynamic is the switching power, Pleakage is the
power due to the subthreshold leakage current and Pshort−ckt is
the power due to the short-circuit current [19], [23], [24]. At
90nm technology node, we obtain a link power of 10.27 mW
for 1 GHz clock and a Vdd of 1.2 V for a flit width of 128
bits [23] by considering a power-optimal repeater insertion.
At 22nm, ITRS projects the clock to be 9 Ghz [25]. For a flit
size of 128 bits, the power dissipation will be 198 mW. To
reduce the power dissipation at future technology nodes, we
reduce the network frequency to 5 Ghz and reduce the power
consumption to 110 mW/flit/hop. This number is comparable
to power values from [22]. In [22], they use an energy of 19
pJ/flit/hop or 95mW/flit/hop given a 5 GHz clock.

At 22 nm, we estimate the buffer power to be 20.15 mW
and occupies an area of 185 µm2, which is similar to the
power value from [26]. In [26], they use a energy of 61.7
pJ for a 567 bit flit at 45 nm technology. If a 128 bit flit
is scaled to 22 nm, the buffer power would be 17.1 mW. A
5 × 5 matrix crossbar with tri-state buffer connectors [27]
is considered for the regular NoC design. The area of the
crossbar is estimated by the number of input/output signals
that it should accommodate. At 22 nm, we estimate the power
value for a 5 × 5 crossbar to be 21.65 mW and this value
is similar to [26]. We believe that the values obtained here
for electrical components (buffers, links, crossbars)[22], [26]
closely matches to other network designs, giving us confidence
in our calculations. For optical links, we assume a power
dissipation of 1.1 mW/Gbps per optical receiver[11], and a
power dissipation of 0.1 mW/Gbps per modulator [10]. We
calculate the off-chip laser power to be 2.63 W if we assume

TABLE I
CORE AND CACHE PARAMETERS USED FOR SPLASH-2 SUITE SIMULATION.

Parameter Value
L1/L2 coherence MOESI

L2 cache size/accoc 4MB/16-way
L2 cache line size 64

L1 cache/accoc 64KB/4-way
L1 cache line size 64

Core Frequency(GHz) 2.5
Threads(core) 2
Issue policy In-order

Memory Size(GB) 4
Memory Controllers 16

a -9.8 dBm sensitive receiver and a maximum optical loss of
44 dB.

B. 64-core Synthetic and SPLASH-2 Traffic Results

We evaluated T-PROPEL by comparing it to mesh, Cmesh
[19] and flattened-butterfly [21] for synthetic traffic. For
synthetic traffic, we subjected each network to uniform, bit-
reversal, perfect-shuffle, matrix-transpose, complement and
neighboring traffic traces [20]. This provides a method to
stress each network with traffic that is found in shared memory
applications. We use a flit size of 128 bits and a packet size
of 512 bits (4 flits). For each network, we kept the bandwidth
the same at 640 Gpbs for each electrical and optical link.
This results in a 5 GHz clock for electrical components if we
assume a 128 bit flit. In addition, for each router input has
4 VC and each VC can hold a total of 4 flits or one packet.
In simulating T-PROPEL, we assumed a one cycle delay to
capture and process a token and a one cycle delay to inject
the token back into optical waveguide.

In addition, we compare T-PROPEL to mesh and flattened-
butterfly using real Splash-2 application traces that were col-
lected using Simics, a full system simulator [28]. We evaluated
these networks using the following benchmarks: FFT (16 K),
LU (512 × 512), radiosity (largeroom), Ocean (258 × 258),
Raytrace (Teapot), Radix (1 M), Water (512), FMM (16K)
and Barnes (16 K). Table 1 shows the tile parameters used
to evaluate PROPEL. For each SPLASH-2 trace, we use the
Multifacet General Execution-driven Multiprocessor Simulator
(GEMS) [29] package to provide correct cache coherence
requests. Once the traces were collected, each application trace
and the synthetic traffic were executed on the cycle accurate
NoC simulator.

The throughput for all traffic traces for 64-core networks
are shown in Figure 6(a). In the figure, the results are nor-
malized relative to the mesh network, showing the increase
in throughput of each network relative to the mesh network.
From the figure, it is easily seen that T-PROPEL has the
highest saturation throughput for uniform, bit-reversal and
matrix-transpose. In these traffic traces, the low hop count
in T-PROPEL (one) coupled with low contention for tokens
increase the performance (throughput and latency). In butterfly
and perfect-shuffle traffic traces, flattened-butterfly slightly
outperforms T-PROPEL. In these traffic traces, multiple tiles
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Fig. 6. Simulation results for 64-core which show (a) saturation throughput and (b) power dissipation for all traffic traces relative to mesh.

are contending for the same optical token which degrades
the throughput of T-PROPEL. In complement traffic, all cores
within the tile contend for the same output port creating a low
throughput network. This is seen for networks where cores
are concentrated such as flattened-butterfly and T-PROPEL.
Figure 6(b) shows the normalized power dissipation. In the
figure, the results are normalized relative to the mesh network.
As shown, T-PROPEL reduces the power by about 10-fold
when compared to mesh network and 5-fold compared to
flattened-butterfly network and is the most power efficient
network. The power savings in T-PROPEL is primarily due
to the nanophotonic link design.

Figure 7(a) shows the speed-up relative to mesh for the se-
lect SPLASH-2 benchmarks. In water and barnes benchmarks,
T-PROPEL has the highest speed up factor of over 3. This
is due to the fact that water and barnes applications have a
higher percentage of non-local traffic which requires multiple
hops when compared to a mesh network. Since T-PROPEL
has a maximum hop count of one, non-local traffic would see
a higher speedup than mesh. For FFT, LU, Ocean, Radiocity,
Raytrace and Radix, T-PROPEL has a speedup of about 2.5-
fold. This is also a result of T-PROPEL having a maximum of
hop count of one, which can more quickly send data than mesh
and flattened-butterfly. In FMM traffic, T-PROPEL has the
lowest speedup. As FMM traffic creates the most contention
for optical tokens, this results in a decrease in speedup. Figure
7(b) shows the power dissipation relative to mesh. From the
figure, T-PROPEL dissipates about 12-fold less power than
mesh and about 6-fold less power than flattened-butterfly for
each application. In T-PROPEL, the major contribution of
power dissipation is at the crossbars and VCs, where as in
mesh and flattened-butterfly the power dissipation is in the
crossbar, VCs and electrical interconnects.

C. 256-core Synthetic Traffic

We evaluated ET-PROPEL by comparing it to mesh [20],
flattened-butterfly [21], Firefly [22] and an optical crossbar
using synthetic traffic. In Firefly, we did not implement the

reservation assist method during simulation as this slightly
degrades the performance of the network. In optical crossbar
network, we implement a token-based communication with
reduced bandwidth as compared to Corona [14]. For each
network, we kept the same bandwidth at 640 Gpbs for each
electrical and optical link. This results in a 5 GHz clock for
electrical components for a 128 bit flit. In simulating ET-
PROPEL and the optical crossbar, we assume a one cycle
delay to capture and process a token and a one cycle delay
to inject the token back into optical waveguide. For ET-
PROPEL, due to the limited number of wavelengths (64)
that can traverse down a waveguide with limited switching
capability (16 wavelengths) of our proposed nanophotonic
crossbar, we extend the total number of crossbars to 64 to
keep identical link bandwidth (640 Gbps).

Saturation throughput for 256-core networks normalize to
the mesh network is shown in Figure 8(a). Here we can see
ET-PROPEL is the second highest performing network for all
traffic except for uniform traffic. For bit-reversal traffic, the
optical crossbar has the highest performance, because tokens
are evenly shared across the network and the optical crossbar
is a one hop network. This is the same case for matrix-
transpose and perfect-shuffle traffic traces. In complement
traffic, ET-PROPEL and the optical crossbars are the best
performing networks. This is a result of optical interconnects
and the low maximum hop counts found in these two networks.
For butterfly traffic, Firefly slightly outperforms ET-PROPEL
because Firefly design favors butterfly traffic over all the other
networks. Figure 8(b) shows the power dissipation. As can
be easily seen, ET-PROPEL significantly reduces the power
dissipation over electrical networks. ET-PROPEL dissipates
about 12-fold less power when compared to mesh and about
5-fold less power when compared to the flattened-butterfly. ET-
PROPEL has a 12-fold reduction because the average power
for ET-PROPEL is about 1.07 mW/bit and the average power
power power for mesh is about 12.07 mW/bit. As for the other
nanophotonic networks, ET-PROPEL dissipates about 3-fold
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Fig. 7. Simulation results for 64-core show SPLASH-2 (a) speedup and (b) power dissipation.

less power than Firefly (2.9 mW/bit) and the optical crossbar
(0.8 mW/bit) dissipates slightly less power. Firefly dissipates
more power because most traffic will require electrical link
traverses. The optical crossbar dissipates less power because
it is a one hop network.

VI. RELATED WORK

Although there have been considerable work in off-chip
optical interconnects, there have been few significant on-chip
nanophotonic designs. In a nanophotonic network proposed by
HP [14], a 3D stacked 64-cluster, 256-core optical crossbar
that uses optical tokens for media access arbitration has been
proposed. This design scales as O(N2), where N is the number
of clusters, which increases the cost and complexity of the
network. Optical crossbars can suffer for high contention
for resources with is seen in uniform traffic. ET-PROPEL
overcomes this by limitation by limiting the number of tiles
that are shared by a token. Another nanophotonic design
proposed by [13] uses optical interconnects for direct access
to dynamic random access memory (DRAM). This design
tackles the high DRAM communication latency but requires
cores that are not in the same group to communicate with
each other through slower memory. In ET-PROPEL, we use
nanophotonic interconnects to connects all cores together for
communication. Shacham et.al. [15] have proposed circuit-
switched photonic interconnects, where electronic set-up, pho-
tonic communication and tear-down are implemented. The
disadvantage of this approach is the excess latency for path
set-up, which is performed using electrical interconnects. In
our work, we do not require an electrical set-up path, which
result in a fast network. Firefly [22] is an optoelectronic
multistage NoC that is comprised of an electrical network
and an optical network. When packets enter the network
they first traverse the electrical network and then traverse the
optical network or vice versa. Since Firefly requires packets to
traverse an electrical network, this can result in higher power
dissipation. As ET-PROPEL uses only nanophotonics for inter-
router communication, we consume substantially lower power

than Firefly. A maximum of two hops found in ET-PROPEL
allow for an increase in throughput over Firefly, which is
seen in this work. Recently, Phastlane [30], an optical mesh
network, has been proposed that allows packets to move from
router to router optically without requiring an initial path set-
up circuit. Phastlane buffers incoming packets electrically if
the output channel they need is blocked resulting in higher
packet latency and power dissipation. T-PROPEL does not
buffer packets at intermediate router resulting in lower power
consumption than Phastlane.

VII. CONCLUSION

In this paper, we proposed an on-chip scalable NoC called
ET-PROPEL that uses emerging nanophotonic components to
overcome the limited bandwidth and high power dissipation
bottlenecks found metallic based NoCs. Our analysis clearly
shows significant saving (10-fold) in power and an increase in
performance (3-fold), when T-PROPEL is compared to both
mesh and Flattened-butterfly for Splash-2 suite. Moreover,
this architecture has the desirable features identical to a
mesh architecture which can be scaled in two dimensions,
and provides fault-tolerance due to multi-path connectivity.
We also analyzed the scalability of T-PROPEL architecture
and developed an extended ET-PROPEL architecture. ET-
PROPEL combines the benefits of three different optical
communication method create the most cost effective (area
overhead) and high performance network to date.
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