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Abstract—Network-on-Chips (NoCs) paradigm is fast becom-
ing a defacto standard for designing communication infras-
tructure for multicores with the dual goals of reducing power
consumption while improving performance. However, research
has shown that power consumption and wiring complexity will
be two of the major constraints that will hinder the growth of
future NoCs architecture. This has resulted in the investigation of
emerging technologies and devices to alleviate the power and per-
formance bottleneck in NoCs. In this paper, we propose iWISE,
an inter-router wireless scalable express channels for NoCs
architecture that minimizes the power consumption via hybrid
wireless communication channels, reduces the area overhead with
smaller routers and shared buffers, and improves performance by
minimizing the hop count. We compared our network to leading
electrical and wireless topologies such as mesh, concentrated
mesh, flattened butterfly and other wireless hybrid topologies.
Our simulation results on real applications such as Splash-2,
PARSEC, and SPEC2006 for 64 core architectures indicate that
we save 2X power and 2X area while improving performance
significantly. We show that iWISE can be further scaled to 256
cores while achieving a 2.5X performance increase and saving of
2X power when compared to other wireless networks on synthetic
workloads.

I. INTRODUCTION

As silicon technology scales, chip designs are moving
towards integrating a large number of cores on a single chip
allowing the number of transistors to double every 18 months.
Due to the shared nature of bus networks, both power con-
sumption and latency become a bottleneck. These limitations
have motivated designers to move towards Network-on-Chip
(NoC) architectures [1]. Traditional NoC designs consist of
metallic interconnects arranged in topologies such as a 2-
D mesh or torus. However, with technology scaling, global
interconnects using metallic NoCs increase wire delays and
power consumption. Together with the increased complexity
of interconnect routing and multi-hop communication, the high
latency and power dissipation will have a significant impact
on the overall performance of the network [2]. On the other
hand, intermediate wires are still highly effective and suitable
for short distances. The vast improvements in complementary
metal-oxide-semiconductor (CMOS) technology have led to
wires with only 0.18 pJ/bit of energy consumption at 1 mm
for a 32 nm technology design [3].

For long distances, wireless interconnects can alleviate the
power while providing high bandwidth and low latency com-
munications [4], [5]. Wireless communication is an established
technology that has been implemented in various applications
and devices, including cellular phones, wireless networking,

wireless mice and keyboards. These implementations have
illustrated the feasibility of wireless communication being
compatible with the already existing CMOS technology. Wire-
less implementations have also shown the convenience of
reducing the area overhead associated with wires. In gen-
eral, the transmission of radio frequencies (RF) will allow
for broadcast and multi-cast communications. The relatively
small distances (millimeter range) for on-chip communication
require less transmitted power compared to some traditional,
long distance (meter range) wireless communications mak-
ing them a reasonable replacement for global interconnects
[6]. Wireless interconnects can provide some unique benefits
including: (1) the feasibility and cost effectiveness of being
CMOS compatible, (2) reducing area overhead with no wires
or waveguides and (3) transmitting from edge to edge across
the chip with low power.

Some recent work have utilized the benefits of wireless
communication. Chang et al. [6] proposed a hybrid design
that uses electrical wires along with a RF transmission line
(shortcut) to propagate RF signals at the speed of light. This
design achieved an increase in performance using low energy
RF transmission line of 1.2 pJ/bit. This wireline approach adds
a slight area overhead due to the transmission line laid on the
chip. Lee et al. [7] proposed a wired/wireless hybrid design
called WCube which uses a centralized wireless hub at each
group of 64 nodes. There is a fixed wireless link for inter-
group communication and wires for intra-group communica-
tion. Each wireless hub uses a single transmitter with multiple
receivers that operate in the 100-500 GHz frequency range
and consume 4.5 pJ/bit. The results showed an improvement
in latency while consuming a power comparable to a mesh
network. More recently, Ganguly et al. [8] proposed a hybrid
design using several centralized wireless hubs connected in a
ring. A low energy of 0.33 pJ/bit was achieved with carbon
nanotube antennas and on-chip optical modulators.

In this paper we propose iWISE - a wireless, low power and
area efficient NoC design that will provide the necessary band-
width requirements of future multi-core architectures. We will
first show a one-hop, 64-core network (iWISE-64) utilizing the
area and power advantages of wireless technologies. Then we
will show how to scale iWISE beyond 64-cores by evaluating
a 256-core network (iWISE-256). By arranging the cores in a
grid fashion on the chip, each router has its own transmitter
and receiver for each group of routers. Each transceiver uses
a low power on-off keying (OOK) modulation with local
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Fig. 1: (a) Cluster architecture showing one possible communication pattern and (b) iWISE-64 with C = 4 and S = 4 showing
the wireless communication between sets.

oscillators and filters to distinguish carrier frequencies. Our
design reduces the hop count by distributing these transceivers
at each router as opposed to a centralized hub found in related
work. Packets can avoid multiple hops traveling from the
source to a wireless hub and from the wireless hub to the
destination. This also distributes the traffic throughout the
network by removing the bottleneck caused by a centralized
hub to avoid hot spots. At larger cores, the transceivers become
slightly less distributed in order to minimize the area overhead
which in turn will add slightly more hops from source to
hub. However, we utilize single write multiple read (SWMR)
communication in order to reduce the hub to destination hop
count. In order to share the limited bandwidth, a sharing
scheme with tokens is used. We use frequency division mul-
tiplexing (FDM) and time division multiplexing (TDM) to
avoid interference, and transfer packets among routers on a
periodic time frame schedule. The connectivity of our network
can reduce the power by about 30% when compared to other
wireless/RF networks and improves performance over the Flat-
tened Butterfly (FB) topology and wireless/RF networks with
similar bisection bandwidths. The results from our network
using real applications such as PARSEC [9], Splash-2 [10],
and SPEC2006 [11] show a 1.4 to 2.25 speedup over the
FB topology and mesh. The major contributions of this work
include:

1) We design hybrid network with distributed wireless
hubs that allow for a one-hop 64-core network and a
maximum of three-hop 256-core network with traffic
distributed to avoid bottlenecks.

2) We propose to reduce global metal wires and additional
wireless hubs in a 64-core network and a scalable 256-
core network by distributing transceivers to all routers
and efficiently sharing bandwidth using tokens and
SWMR which leads to easier routing.

3) Lastly, we use our sharing scheme to optimize perfor-
mance, power and area while evaluating our network on
synthetic traffic as well as real applications such as PAR-
SEC [9], Splash-2 [10], and SPEC2006 [11] benchmark
traces collected from SIMICS [12] and GEMS [13].

II. IWISE ARCHITECTURE

In this section we will explain the architecture of iWISE,
the routing and flow control used in this design.

A. iWISE-64 Design

The proposed architecture called iWISE-64 (inter-router
Wireless Scalable Express Channel for 64 cores) shown in
Figure 1a is defined by the letters (N, C, S, G) where
each represent the maximum number of cores per cluster
(N), clusters per set (C), sets per group (S), and groups in
the architecture (G). The total number of cores in iWISE
is the product of N×C×S×G. Figure 1b shows the logical
organization of the clusters and sets for iWISE-64. Individual
clusters are addressed by the notation C(c, s, g) where c is an
arbitrary cluster numbered 0 up to C-1, s is a set numbered 0
up to S-1 and g is a group from 0 up to G-1. In iWISE-64 g =
0 because there is only one group, however, this will change
in iWISE-256. In all iWISE architectures we fix N = 4, as
concentrating four cores has shown to be an effective technique
to reduce the interconnect (router, buffer) area overhead. A
wired mesh is used to connect adjacent routers and wireless
links are connected between every router. These wireless links
are shared such that every set can communicate with every
other set including itself.

A token-based arbitration scheme is used to fairly allocate
clock cycles for a cluster to transmit. Possession of a token
represents the right to transmit on a certain frequency to a
set. Four tokens are passed between clusters in the same set.
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The tokens are each four bits wide. The index of the set bit
indicates the cluster number to which it can transmit. For
example, if C(0,0,0) in Figure 1b has the set 1 token then
it can send to any cluster in set 1. Since no other cluster in
set 0 will have this token, C(0,0,0) will be the only cluster
transmitting to set 1. Each set has its own tokens which are
independent of other sets. At the receiving set, all four clusters
receive the transmitted packet, check to see if the destination
matches its own id, then either accepts or discards the packet.
For example, when C(0,0,0) transmits to C(1,1,0) in set 1,
clusters C(0,1,0), C(1,1,0), C(2,1,0) and C(3,1,0) receive the
packet. Cluster C(1,1,0) will then accept the packet while the
others discard it. This allows a packet to be sent directly to its
destination avoiding the additional hops from a centralized hub
to a destination. This may add some power, but the trade-off
is reduced latency.

A token scheme was chosen because it can be quickly
passed around so that a cluster does not have to wait long
before it can transmit. Having c = s = 4 gives a set an
opportunity for every cluster to transmit to a different set in
one time frame since there are four tokens and four clusters.
When many clusters want to send to the same set, contention is
high and a cluster does not have to wait long to receive a token,
so channel utilization is high. However, when contention is
low, a cluster can wait as long as 4 clock cycles to receive
a token. We call this token sharing scheme Token-Partial
(TP). Another alternate design we consider is less restrictive
in inter-set communication. Here, we limit ourselves to 16
simultaneous channels and associate one token per channel
per destination cluster. This token is shared among all clusters
within the network. The cluster that has the token has the
right to transmit to the destination. We call this token sharing
as Token-Full (TF). Using this approach, communication is
not restricted at all, however, a cluster may wait up to 16
clock cycles to receive a token. While this approach may
incur additional latency waiting for the token, multiple clusters
within a set can simultaneously communicate with multiple
clusters in the destination set. This approach can provide
improved throughput for certain adversarial traffic patterns.

For the router design of iWISE-64, there are four in-
puts/outputs for the cores, four more for the wired links, and
four inputs/outputs for the wireless links. The four receivers
are needed so that four sets can simultaneously communicate
with one cluster. There are also four transmitters with each
representing a set. Each router has four virtual channels (VCs)
for each input used to avoid deadlocks. In order to keep track
of input buffer allocation, a credit scheme is used. When a
flit leaves an output buffer, it decrements the credit count for
the destination router. When a flit then leaves this downstream
router, a credit needs to be sent back to the upstream router.
Since only one bit is needed to send a credit back, this
information is piggybacked with packet data.

B. iWISE-256 Design

To scale iWISE, the iWISE-64 architecture is repeated G
times where G is the number of groups and is equal to 4 in
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Fig. 2: Scalable architecture for iWISE-256 showing the
wireless communication between sets where C = 4, S = 4,
and G = 4.

this paper. For example, iWISE-256 consists of 256 cores and
is composed of four iWISE-64’s where each is a new group
as shown in Figure 2. In iWISE-256, the third coordinate g is
used to represent which group a cluster belongs. As iWISE
scales further, more coordinates can be added to represent
higher level logical organizations. iWISE-256 changes slightly
to account for the increasing number of routers. First, routers
with an asterisk in Figure 2 are now used to communicate
with other groups and are called group routers. Group routers
are placed such that the traffic load leaving the group is more
evenly distributed as opposed to one central group router since
in most traffic patterns the majority of the packets will want to
take a wireless link. Second, the wireless link that was used to
communicate to its own set in iWISE-64 has been removed to
save bandwidth and has been replaced with a wired link. This
link connects the group router to the opposite corner so that
each router is a maximum of one hop away from a wireless
link. As a majority of the nodes lie outside the group, in most
traffic patterns packets will need to leave the group. Therefore,
being only one hop away from the group transceiver will lower
packet latency and power dissipation.

In iWISE-256, the token scheme is similar to iWISE-64,
however for every set there are three “set” tokens to transmit
to other sets and three “group” tokens used to transmit to
other groups. This means that group routers cannot transmit
to set routers and vice versa. Therefore, inter-group wireless
communication will require a packet to move to a group
router, take a wireless link, then move from another group
router to the destination. For example, consider the inter-group
communication of C(0,0,0) transmitting to C(1,0,1) in Figure
3. The packet will move in the +y direction from C(0,0,0) to
the group router at C(2,0,0). Then it will wait for a “group”
token to transmit to the group router at C(2,0,1). Finally, it
will move on the diagonal link, or z-direction to C(1,0,1).
Likewise, intra-group wireless communication will require a
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Fig. 3: Partial view of iWISE-256 with an inter-group and
intra-group communication example.

packet to move to a set router, take a wireless link, and then
move from a set router to the destination. For example, the
communication path from C(2,1,1) to C(2,2,1) will first move
in the -x direction first to the set router C(3,0,1). The packet
will then be wirelessly transmitted to set 2 where C(0,2,1)
will accept it. Finally, it will move in the +y direction to
the destination C(2,2,1). Packet routing uses the source and
destination information to take the shortest path based on the
hop count which is a maximum of three in iWISE-256. Wires
may be used for inter- and intra-set/group communication with
dimension ordered routing.

The router architecture for iWISE-256 is shown in Figure
4. The design is similar to iWISE-64, however, only three
wireless inputs and outputs are needed for each router and the
z direction is added for the diagonal link. Group routers have
three transmitters for communication to different groups and
similarly for set routers. Sets or groups do not communicate
with themselves, therefore one less transceiver is needed
reducing the area overhead. To optimize iWISE-64 for area,
two separate crossbars can be used. An input crossbar can be
used to direct traffic from the incoming wires and wireless
receivers to the four cores in each cluster. The output crossbar
directs traffic from the four cores to the outgoing wires and
wireless transmitters. Since iWISE-64 is a one hop network, all
traffic coming into the router from an x or y direction will go
to a core and all data leaving the router will come from one of
the four cores. Since the crossbar area increases quadratically
with the number of inputs/outputs using two separate, smaller
crossbars will greatly reduce the area overhead.

C. Wireless Transceiver Design

Figure 5 shows our proposed design for the transmitter and
receiver. In our design, each wireless link has a bandwidth
of Bc = 32 Gbps in order to evenly distribute the maximum
bandwidth of W = 512 Gbps among each set. Each set is
assigned four unique wireless links of width Bc, to allow
transmission to each of the four possible sets. This yields a
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Fig. 4: iWISE-256 router design for set and group routers.

total of 16 distinct wireless links, comprising a total system
bandwidth of approximately W = 512 Gbps [7]. As shown in
Figure 5 using three transmitter and receiver pairs per link each
transmitting ∼10.7 Gbps we can achieve our link bandwidth,
Bc. In the transceiver blocks, local oscillators are used to
generate the different carrier frequencies to which the data
is modulated/demodulated. Power amplifiers (PA) and low-
noise amplifiers (LNA) are used to amplify the incoming and
outgoing signals. Finally, impedance matching and filtering is
used to transmit/receive the correct frequencies.

The wireless transceivers use on-off keying (OOK) as the
simplicity of this non-coherent modulation technique leads
to a very low power consumption as well as ultra-compact
architecture. There are a few challenges in designing the
OOK transceiver for iWISE: common OOK circuitry have
been developed for low data rate (<1 Gbps) sensor net-
works, where power harvested from ambient has been the
main design limitation while carrier frequency (fc) is set low
(≤2.4 GHz) and large on/off-chip antennas may be employed.
OOK wireless links operating at 60 Ghz, on the other hand,
have been typically optimized for longer (≫10 cm) range
transmission, at much higher power consumption levels. We
instead optimize an OOK architecture similar to [14] for ultra-
low power operation as well as ultra-short ∼2 cm range, with
a carrier frequency 60 GHz and on-chip antennas. Combining
optimistic technology scaling for a 32 nm RF SOI-CMOS
process, and the fact that signal levels can be further reduced
due to shorter signal transmission (thereby conserve power
and area), it will be possible to design OOK circuits with
as low as 1 pJ/bit of energy efficiency [8], [14]. Recent on-
chip transceiver designs have demonstrated energy efficiencies
in the range of 0.33 pJ/bit [8], 2 pJ/bit [15], and 4.5 pJ/bit
[7] which are very similar to our predicted value of 1 pJ/bit.
This energy can be further reduced with more efficient design
techniques such as independently-driven double-gate (or Fin-
FET) devices that allow very compact envelop detection and
LO/VCO circuits as well as efficient single transistor mixers.
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Fig. 5: Three 10 Gbps transmitters and receivers comprising
the low power, OOK, 32 Gbps wireless link.

Additionally, with the ultra-short communication ranges in
mind, it may be possible to reduce the power/size requirements
on the LNA design further and eliminate the PA and the
impedance matching circuitry altogether using pulse driven
compact antennas [16]. Moreover, an optimum use of ultra-
fast SiGe BiCMOS devices could allow even higher data-rates
in the baseband and LNA/PA circuitry, thus allowing a single
OOK transceiver to deliver the 32 Gbps demanded by each
link [17].

With different distances between sets, transmission power
can be adjusted to ensure sufficient power to meet error proba-
bility requirements, while not using more power than needed.
This helps to alleviate adjacent channel interference among
frequency channels. Each router must be able to transmit
on four of the frequency channels, but not simultaneously.
This enables increased amplifier efficiency since no amplifier
backoff is required to reduce non-linear distortion when a
multicarrier signal is transmitted [18], [19].

Based upon results in [7], we can model attenuation in dB
using a log-distance formula:

A(d) = 19.8log10
d

1cm
+A0 (1)

where A(d) is the attenuation at distance d in units of cm,
and A0 is a constant that depends upon antenna placement.
Specifically, for antennas within polymide, A0=44.6 dB, and
for antennas within silicon, A0=79.6 dB. For our architecture,
the maximum distance is 21 mm (assuming a core to be

2.5 mm side and inter-router spacing of 5 mm), yielding
attenuations of 11.4 dB and 36.4 dB. (Note that our antennas
will not fit this form exactly, but the attenuations given by (1)
are representative.)

For OOK modulation, the bit error probability is given by
[20]:

Pb = Q
√

Eb

N0
(2)

where Eb is the received energy per bit and N0 is the thermal
noise density. Since Eb=Pr/Rb, with Pr received power and
Rb the data rate of 32 Gbps, we can find the required
transmit power to attain a desired error probability via Pr=Pt-
A(d) dBm. For the maximum distance of 21 mm, with the
worst case (largest attenuation) we require a transmit power
level of approximately -15 dBm. For the better case (lower
attenuation), the required power is only -40 dBm. Both of these
values pertain to a bit error probability of approximately 3 ×
10−14, comparable to that attained with wireline transmission
[7].

These calculations assume omni-directional antennas, so
with any directionality, required transmission powers will be
reduced by the sum of the transmit and receive antenna
gains. Finally, via our frequency division multiplexing and
token approach, co-channel interference is negligible. Adjacent
channel interference will depend upon bandpass filter quality;
this is a subject for future work.

III. PERFORMANCE EVALUATION

In this section we compare iWISE to electrical NoC designs
including Flattened Butterfly (FB), mesh, and Concentrated
Mesh (Cmesh) architectures as well as the wireless networks
RF-Interconnects (RFI) [6] and WCube [7]. As RFI is a 100
node network, we extend it to 256 nodes by creating a 16×16
mesh and assumed RF interfaces at the four corners and
center. For 64 core and 256 core networks, the packet size
of four 32 bit flits was used. For simulation, the bisectional
bandwidth was similar for all designs by adjusting the link
width and adding delays. We ensured a bisectional bandwidth
of 1024 Gbps for equal comparison. A cycle delay was added
accordingly to account for the smaller link widths. For TF
and TP, a single cycle delay was used to account for the token
delay.

For open-loop measurement, we varied the network load
from 0.1-0.9 of the network capacity. The simulator was
warmed up under load without taking measurements until
steady state was reached. Then a sample of injected packets
were labeled during a measurement interval. The simulation
was allowed to run until all the labeled packets reached their
destinations. All designs were tested with different synthetic
traffic traces such as (1) Uniform Random, where each node
randomly selects its destinations with equal probability and (2)
Permutation Patterns, where each node selects a fixed destina-
tion based on the permutations. We evaluated the performance
on the following permutation patterns: Bit-Reversal, Butterfly,
Matrix Transpose, Complement and Perfect Shuffle. We also
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tested on two different loads, a non-uniform random and
workload completion traffic traces. In non-uniform random,
25% of the traffic is directed to a certain destination node
creating hot-spot traffic with the rest being uniform random
traffic.

For closed-loop measurement, the full execution-driven
simulator SIMICS from Wind River [12] with the memory
package GEMS [13] was used to extract traffic traces from real
applications. The Splash-2 [10], PARSEC [9], and SPEC2006
[11] workloads were used to evaluate the performance of
64-core networks. The 256-core networks were evaluated on
synthetic traffic. Table I shows the parameters for the cache
and core used for the Splash-2, PARSEC, and SPEC2006
benchmarks. We assume a 2 cycle delay to access the L1
cache, a 4 cycle delay for the L2 cache, and a 160 cycle delay
to access main memory. For Splash-2 traffic, the assumed
kernels and workloads are as follows: FFT (16K particles),
LU (512×512 with a block size of 16×16), Radiosity (Larg-
eroom), Raytrace (Teapot), Radix (1 Million integers), Ocean
(258×258), FMM (16K particles) and Water (512 Molecules).
We consider seven PARSEC applications with medium inputs
(blackscholes, facesim, fluidanimate, freqmin, streamcluster,
ferret, and swaptions) and three workloads from SPEC2006
(bzip, gcc base, and hmmer). The power and area results were
estimated using Orion 2.0 [3] and Synopsys Design Compiler.
In the following sections, we will compare iWISE to electrical
and wireless networks by providing power and area estimates
along with latency and throughput simulation results.

A. Speed-up and Throughput

Figure 6 shows the speed-up for the Splash-2, PARSEC, and
SPEC2006 applications. We compared iWISE-64 to electrical
networks because other wireless networks do not scale well
to 64 cores. iWISE-TP has an average speed-up of 2.3 over
the mesh network. The LU application from Splash-2 has the
highest speed-up of 2.8 over mesh. This is due to the one-hop
network and fast wireless links that allow packets to skip over
intermediate routers. The gcc base application from SPEC2006
shows the lowest speed-up factor of 1.9. The token contention
for communication to other sets is high with this traffic pattern.

TABLE I: Cache and core parameters used for Splash-2,
PARSEC, and SPEC2006 application suite simulation.

Parameter Value
L1/L2 coherence MOESI

L2 cache size/assoc 4MB/16-way
L2 cache line size 64

L2 access latency (cycles) 4
L1 cache/assoc 64KB/4-way

L1 cache line size 64
L1 access latency (cycles) 2

Core Frequency (GHz) 5
Threads (core) 2

Issue policy In-order
Memory Size (GB) 4
Memory Controllers 16

Memory Latency (cycle) 160
Directory latency (cycle) 80

For the PARSEC benchmarks, iWISE-TP show a 30% - 35%
speedup over the FB topology. Since FB is a two hop network,
most traffic in the PARSEC benchmarks will cause an increase
in latency due to the intermediate routers. iWISE-TF shows a
reduction of about 30% compared to iWISE-TP. This reduction
is due to the number of cycles that iWISE-TF must wait for a
token. A router can see as much as a 16 cycle latency between
transmissions for certain applications.

Figure 7 shows the saturated throughput for different syn-
thetic traffic patterns normalized to the mesh network. The
FBfly topology was not included because the network does
not scale well due to the high radix router required. iWISE-
256 performance compared to other networks varies with the
traffic patterns. For most traffic patterns, iWISE performs
better than most wireless/RF and electrical networks. The
largest improvement is in the bit reversal and matrix transpose
traffic patterns. This improvement is due to the ability to
transmit data across long distances in one clock cycle using
wireless links. When traffic is distributed evenly such as
uniform traffic, there is slightly less improvement due to the
increased number of wired link traversals in the traffic pattern.
For 64 cores, the figure is not shown due to space constraints,
however, iWISE-64 had similar results to iWISE-256. For
both matrix transpose and complement traffic patterns, iWISE-
TP and iWISE-TF show significant improvement over all
other networks. Additionally, there are slight differences in
performance between TP and TF due to the difference in
token delay and their restrictive communication. While TF
has unrestricted communication in terms of which set it can
transmit to, it is restricted by the delay for the token to
be passed through all 16 routers. For matrix transpose, TP
performs significantly better than TF. This is because with
matrix transpose traffic, each cluster within the same set is
sending to different sets. Therefore, there is no contention in
TP or TF and the difference in performance is due to the
smaller token delay in TP. In complement traffic, each cluster
within the same set wants to send data to different clusters
in the same set. This causes a high contention in TF which
is why the network saturates at a lower point compared to
matrix transpose. There is still no contention in TP, although
there is still a significant token delay. The latency of TF is
higher than TP because the token delay for TF is generally
4X higher. Under uniform traffic, iWISE does not perform as
well as FB. This is due to the random nature of uniform traffic.
There is contention in both TF and TP. A cluster may have
to wait a long time to receive a token because every cluster
will need to communicate to multiple clusters in multiple
sets. This performance is the trade-off for the power and area
reductions. With the token delay, a cluster can wait up to four
clock cycles in TP and 16 cycles in TF before it can transmit
again. However, these delays are generally still smaller than
the delays to send data across chip in any of the other three
topologies. The other designs are slowed down by routers and
long wire delays. TP performs better than TF in most cases
because of the token delay associate with TF can be very high.
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Fig. 6: Simulation speedup of 64 cores for Splash-2, PARSEC, and SPEC2006 benchmarks. blackscholes (b-scholes),
fluidanimate (f-animate), streamclusters (s-clusters), and swaps (swaptions).

B. Power Dissipation
The electrical interconnects were considered to be semi-

global metal wires. The power dissipation was obtained from
Orion 2.0 power-performance simulator. The power dissipation
of a 128 bit metal link was considered to be 23.04 mW/mm
at 1 GHz in 32 nm technology. The energy of 1.0 pJ/bit was
used to obtain a power dissipation of 128 mW for a 128 Gbps
wireless communication link with a 1 GHz clock. The buffer
write power dissipation of 1.39 mW and a crossbar power of
13.84 mW at 65 nm were estimated using Synopsys Design
Compiler.

Using a cycle accurate simulator, the number of
wired/wireless link traversals, buffer writes, and crossbar
traversals for each packet was totaled. Each traversal/write
was multiplied by its corresponding 128 bit power dissipation.
Figure 8 shows the average power dissipation per packet of
256-core networks for different traffic loads. iWISE-256 saves
an average of approximately 20% power over all other wireless
networks and an average of 43% power over all other electrical
networks. The significant power savings in our design is due
to both the low power wireless links and the low hop network.
The wireless links are placed such that the power dissipation
for a packet to reach its destination wirelessly is less than
its equivalent wired path. With the transceiver energy in our
design this means that the wireless link must be greater than
or equal to two wired hops. Therefore, traffic patterns with
many packets traveling more than two hops gives iWISE
an advantage over all electrical networks. For most other
wireless networks, wireless links are only used to transmit
at distances greater than half of the chip. Therefore, iWISE
has an advantage over wireless networks because of the use of
wireless links less than half of the chip. Additionally, iWISE
consumes a small amount of extra power due to the SWMR
type of communication. Each of the four clusters that receive
the packet must consume power in determining the correct
destination. For 64 cores, the figure is not shown due to space
constraints. iWISE-64 under uniform traffic has 80% of the
traffic uses wireless links. This high percentage and the multi-
hop nature of the other networks are the major contributors to
our overall average power savings of approximately 55%. For

traffic patterns such as complement in iWISE-64, all of the
packets use wireless links which results in a saving of 73%
over mesh. On the other hand, neighbor traffic uses all wired
links making our designs equivalent to the other concentrated
networks. Additionally, the power consumption for iWISE-
TF and iWISE-TP are identical because the packets move at
different times, however, traverse along the same paths.
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Fig. 7: Saturation throughput of 256 cores for Uniform (UN),
Non-Uniform Random (NUR), Bit Reversal (BR), Butterfly
(BFLY), Complement (COMP), Matrix Transpose (MT), Per-
fect Shuffle (PS), Neighbor (NBR), and Tornado (TN) traffic
patterns.

C. Area Overhead
The area for the semi-global wired links was estimated using

Orion 2.0 and found to be 0.0064 mm2 for a 32-bit for a
1 mm long link in 32 nm technology. Orion was also used
to calculate the router areas. A 5x5 router was estimated to
be 0.0519 mm2. The area of 0.0854 mm2 for the wireless
links used was estimated from [8]. This area accounts for
both the transmitter and receiver, including the modulators,
demodulators, low-noise amplifiers (LNAs), and antennas.
iWISE-64 saves over 10% compared to a concentrated mesh
and approximately 40% of total area compared to wired mesh.
The total area for all designs consist of router and interconnect
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Fig. 8: Average power per packet of 256 cores for different
traffic loads at network saturation.

areas. The wired interconnects in all designs contribute less
to the overall area compared to the routers. The wireless
links consisting of a transmitter and receiver occupy an even
smaller area footprint. The use of less wired links and more
wireless links in iWISE contributes to a portion of the area
savings. The area of the wired connections in concentrated
mesh is slightly high than our design because Cmesh has 8
additionally connected wires to the perimeter routers. Another
major contributor to the overall area decrease is our two
crossbar router design. The total router area for the whole
architecture is approximately 8% smaller than Cmesh and
approximately 40% smaller than mesh. For a single router,
the 8 × 4 input router plus the 4 × 8 output router used in
our designs occupy an area of approximately 0.143 mm2. This
is a 50% savings over a 12 × 12 router that would be needed
without separation. For iWISE-256, there is an area increase
of 22% compared to WCube because of the centralized hub,
however, the area is still 16% lower, when compared to RFI
and mesh networks. This area increase is the trade-off of the
power and performance benefits seen from distributing the
wireless hubs.

IV. CONCLUSION

In this paper, we propose a wireless hybrid, scalable NoC
architecture iWISE that reduces area and power consumption.
Utilizing the available bandwidth, we are able to improve the
performance by taking advantage of long wireless links. Sets
of clusters are used to share communication links using a token
scheme while still maintaining a one hop network. The use of
distributed routers and the reduction of intermediate routers
improves performance by avoiding bottlenecks. We evaluate
our network on synthetic as well as real application such as
Splash-2, PARSEC, and SPEC2006 benchmarks. The power is
greatly reduced because of the low power, long wireless links.
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