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Abstract—As processors continue towards many-cores, on-chip
memory interconnects are anticipated to consume a substantial
portion of overall chip power and area. In this paper, we propose
Cross-Chip (XChip), a new core-to-memory network-on-chip
architecture that significantly improves system power efficiency
with minimal network area footprint and high performance
communication for future many-core processors. This is achieved
by relocating the global shared last-level cache off chip, closer to
main memory, and by bridging the processor-to-memory gap with
high bandwidth, low power nanophotonics. By implementing the
network across separate chips with optical fibers, free-space can
be leveraged to avoid additional insertion losses from waveguide
intersections. Our simulation and analytical results show that
when our proposed interconnect architecture is compared to
several other photonic architectures, XChip can reduce total
network area by 11%, and reduce laser power consumption by
49% with only small penalties to overall system IPC.

I. INTRODUCTION

Having long abandoned the path of increasing processor
clock rates, a strategic shift in trends towards increasing
the number of processing cores on a single die has been
established. The advent of many-core processors has become
a reality with recent product line announcements such as
Intels 60+ core Knights Landing [1]. As on-chip feature
sizes continue to shrink, the number of cores is expected
to continue rising to hundreds and even thousands of cores
per chip [2]. Consequently, with increasing core counts, there
is an associated increase in demand for efficient and reliable
interconnects to support inter-cache and cache coherent traffic
[3]. Ideally, these interconnects must have minimal area foot-
prints, low power consumption, and provide high-bandwidth,
low latency communication between nodes of the network.
The prevailing network architecture implemented by processor
design corporations such as EZchip (formerly Tilera) [4] has
been simple mesh networks. However, as the number of con-
nected nodes scales, so does the network diameter. For large
numbers of cores, traversing a high diameter mesh network can
cripple system throughput when accessing distant last-level
cache (LLC). Directory-based cache coherence protocols apply
additional stress to the LLC as the higher level cache must
manage requests, responses, and acknowledgements with the
lower level caches [5]. As a central hub for cache coherence,
accessing the LLC efficiently in terms of power and throughput
is critical.

With many cores, network power consumption also becomes
a significant overhead for the overall system. In 2003, the

MIT Raw network was responsible for the consumption of an
estimated 36% of the total processor power [6]. The network
consisted of only 16 tiles, just a fraction of the predicted future
thousand-core chip processors. Since the challenges of scaling
on-chip mesh networks have become apparent, researchers
have proposed new designs and topologies such as the flattened
butterfly network [7], which improved throughput, latency, and
reduced power consumption compared to a concentrated mesh
network. Yet, as the limitations of electrical interconnects are
being realized, and in a race to satisfy the unquenchable
demand for greater processing power, research is shifting
towards exciting new technologies that may enable future
many-core processors.

In this paper, we present Cross-Chip (XChip), a core-
to-memory network architecture that leverages photonics to
provide a scalable, high performance, low power, and small
footprint interconnect for many-core processors. In the XChip
architecture, we explore the HMC logic die as a potential
location for shared cache memory, similar to the function-
ality of the Northbridge before shared cache memory was
collocated with the processor cores. The gap between the
processing cores and the shared cache is spanned using power
efficient, high bandwidth silicon photonics and optical fibers.
By simply moving the last-level shared cache to the HMC
logic die and connecting to the on-chip processor private
caches with photonics, interconnect area footprint and power
requirements can be significantly reduced without incurring
significant penalties to overall system IPC.

Based on our simulation and analytical results the XChip
architecture can reduce total network area by 11% while
reducing the required laser power by 49%.

We make the following contributions:

1) An argument for photonic interconnects with off-chip
last-level shared cache memory relocated closer to main
memory and separate from the processor chip without
changing the L1 cache design.

2) A new, power and area efficient photonic crossbar in-
terconnect design with low latency and high throughput
network communication, XChip.

3) An evaluation of the XChip architectures power, area,
performance, and scalability using various simulators
and compared against other high performance photonic
architectures.



II. BACKGROUND

A. Photonics

Research surrounding nano-scale on-chip photonics has
accelerated in recent years with enormous potential for future
computer architectures. Industry leaders such as Intel, Oracle
and IBM have taken an interest in silicon photonic technolo-
gies and have even turned theory into reality by demonstrating
simple on-chip photonic links [8]. Photonic links are com-
posed of several parts, and while there exists entire research
publications dedicated to the fabrication and operation of
these components, we will just briefly cover them here. The
carrier signal of a photonic link is typically generated by an
external laser source and coupled on chip using optical fibers
and a diffraction grating coupler [9]. Continuous-wavelength
distributed feedback lasers operating near 1550nm wavelength
are commonly used lasers with silicon photonics [10]. Passing
several channels of light across a single waveguide requires
generation of carrier signals at a range of wavelengths. This
can be achieved by coupling a single broadband laser source or
by coupling multiple narrowband lasers to a single waveguide.
The XChip architecture proposed in this paper assumes up
to 64 photonic channels can be supported across a single
waveguide.

Transmitting data is accomplished using ring modulators
that are actively driven to either couple or uncouple light
from a waveguide to a ring resonator. Coupling the light
and trapping it around the ring resonator effectively reduces
the optical intensity of the light at the output port of the
waveguide. Ring modulators can be fabricated to selectively
couple wavelength bands [11] while ring heaters may be
used to stabilize the modulator under varying temperatures.
Modulated signals are filtered off the waveguide and detected
using germanium photodetectors.

B. Hybrid Memory Cube

Recent innovations in memory structures such as Micron’s
Hybrid Memory Cube (HMC) [12] create new architectural
possibilities. The HMC aims to become the successor to the
DIMM sticks typically found in computers today. HMCs are
composed of vertically stacked layers of DRAM chips on top
of a logic die. The logic die consists of memory controllers and
I/O controllers connecting to the processor. Using the logic die
for other purposes such as inter-processor networking has been
explored [13]. Combined with photonics, the HMC presents a
new design landscape for researchers to explore.

Several research papers have explored the logic die of
the HMC as potential routing platform for inter-processor or
inter-memory communication. In the XCHIP architecture we
consider the logic die for placement of last-level shared cache,
directly connected to the processor with optical links.

III. CROSS-CHIP ARCHITECTURE

XChip is a core-to-memory interconnect architecture that
capitalizes on the advantages of photonics to provide high
performance memory access with low power costs and a small
area footprint. Our design targets 256-core future many-core
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Fig. 1. System diagrams for (a) last-level shared cache located on processor
and (b) XChip with last-level shared cache located on HMC. By locating
the LLC on the HMC logic die, the processor-to-memory gap is closed with
high bandwidth, low power optics, and interconnect complexity is reduced by
crossing fibers in free-space.

processors, however, based on our analysis the architecture
should also be scalable for much larger core counts. The key
difference between the XChip architecture and other on-chip
networks is the placement of the shared cache. The XChip
shared cache is split into two levels, local L2 cache and
remote global LLC cache. While the L2 cache is distributed
across the processor chip and can be accessed locally by each
node, the LLC cache is relocated off chip onto the HMC
logic die to service any L2 cache misses. The two chips
are connected using optical fiber ribbons. There are several
benefits to pushing the last-level shared cache off-chip and
closer to main memory including (1) mitigating additional
insertion losses from intersecting waveguides on the processor
die by implementing part of the network in free-space using
optical fibers, (2) the processor-to-memory gap is spanned
using high-bandwidth, power efficient optical links, and (3)
the shared cache is also conveniently located closer to main
memory allowing for high-bandwidth electrical links to be
routed without excessive area overhead.

Other architectures have proposed implementing the cross-
bar topology using ring-like nanophotonic structures which
requires snaking waveguides past each of the nodes on the
chip. The drawback to this is the power requirements are more
sensitive to insertion losses from waveguide cladding as the
laser must source enough power to propagate signals almost
twice around the chip. In contrast, the XChip design not only
minimizes optical insertion losses in the network links, but also
enables the architecture to easily scale for larger core counts.
Figures 1(a) and 1(b) depict the logical organization of system



Fig. 2. XChip layout and optical network interface or ’stripe’. Each processor
node consists of four cores and four private caches, a thin local shared cache,
and a router to handle communication with other nodes of the network.
HMC nodes consist of a shared cache, memory controller for interfacing with
vertically stacked DRAM memory, and a network interface or router. Two
laser arrays source the optical carrier signals for communications from the
processor chip to the HMC logic die and from the HMC to the processor.
Each link facilitates writing from multiple nodes and reading by a single
destination node. Contention for the links is handled using optical tokens
across arbitration waveguides.

architectures with shared cache located on the processor die
and the XChip architecture with remote global shared cache
on the HMC die.

As shown in Figure 2, the 256-core architecture consists
of 64 nodes, 8 nodes across each of the 8 rows. Each node
represents 4 processing cores with private instruction and data
caches, a local shared cache, and a router that connects the
node to the network. Optical interfaces are striped across
the processor chip, with each stripe between two rows of
processing nodes. Similarly, the HMC die consists of 16 nodes,
with a shared cache and memory controller at each node. Two
optical interfaces are striped across the logic die. The optical
stripes on the processor are inter-connected to the HMC stripes
using bundles of optical fibers. The number of optical fibers
required to connect the processing cores to the shared cache
on the HMC die can be estimated using the following formula:

#Fibers = #NPerColCPU/2∗#NHMC+2∗#NCPU (1)

This assumes the links implement multiple-reader single-
writer (MWSR) links where each node has a dedicated link on
which it may receive data. Connecting the 256-core processor
to the HMC requires a total of 192 low loss optical fibers
coupled between the chips. Assuming a 10 Gbps modulation
rate and up to 64 wavelength channels per waveguide, this
provides a per-link bandwidth of 640 Gbps and a total net-

work bandwidth of 122.88 Tbps. This should be more than
adequate bandwidth to support a 256-core system. A 1024-core
implementation would require a 640 fiber ribbon. Connecting
additional HMCs may be achieved by daisy chaining the logic
dies along the optical links and assigning wavelength channels
to the additional nodes accordingly. In this paper, we discuss
only the base case, connecting a single HMC to the network
and leave analysis of connecting multiple HMCs for future
work.

Network contention can be handled using simple optical
tokens as commonly seen in photonic crossbar architectures
[14], [15]. Each of the optical network stripes on the processor
and HMC requires only one control waveguide as shown in
Figure 2 to resolve network contention. Whenever a node
needs to communicate across the network, it partially couples
the wavelength band on the arbitration waveguide correspond-
ing to the target channel. If the desired wavelength is present,
the channel can then be claimed by completely coupling
wavelength at the first pass ring resonator. This method of
network arbitration has been adapted from other research [14].

The simplified optical links incur significantly less insertion
losses and also have minimal area footprint compared to
typical optical ring crossbar architectures. Consequently, the
required laser power to support the network is also very low.
We propose a thin shared L2 cache which can be accessed
locally at the nodes, and a global shared LLC cache at the
HMC die. This way the cores can still communicate quickly
with the other close proximity cores through the nodes’ local
shared caches, but implement the area and power efficient
nanophotonic interconnect in free-space between the chips
while also closing the processor-to-memory gap with high
bandwidth links.

Splitting the shared cache into local L2 and global LLC
caches incurs a latency penalty as we reduce the size of the
immediate L2 cache, however, the average memory request
latency obviously depends on the L2 cache miss rate of the
running application. In the XChip architecture we split the
shared cache such that each processor node has a thin local
256KB/16-way cache and 16 global 16MB/16-way caches
on the HMC die. This provides a total of 272MB of cache
memory, however, with an inclusive cache hierarchy only
256MB of unique data is effectively stored between the L2 and
LLC caches. The thin local 256KB shared caches only need
to service 4 cores each, while the large LLC 16MB caches on
the HMC die are responsible for servicing the entire system.
Any cache misses at the local shared cache must cross the
optical network to the HMC die to be fulfilled at the LLC
cache. However, if an LLC miss occurs and must be sent to
main memory, the request can be immediately passed to a
local memory controller without having to cross the network.

IV. EVALUATION AND RESULTS

In this section, we compare XChip to several competitive
optical architectures based on the assumptions in Table I.
The comparison targets include a hybrid optical/electrical
network (HYBRID) which implements local electrical mesh



TABLE I
OPTICAL DEVICE PARAMETERS [18], [19].

Parameter Value
Waveguide Loss 0.6 dB/cm

Pass-by Ring Resonator Loss 0.0001 dB
Drop Ring Resonator Loss 1.0 dB

Coupler Loss 1.0 dB
Optical Fiber Loss 0.00005 dB/cm
Receiver Sensitivity -20dBm

Laser Efficiency 15%
Ring Heating Power 26uW/ring

Ring Modulating Power 500uW/ring
Ring Modulation Frequency 10Ghz

Wavelengths/Waveguide 64
Waveguide Pitch 450nm

Ring Area 144um2

Fig. 3. Comparison of required laser power.

routing and a global optical crossbar, a full optical ring
crossbar (RING), and a W-shaped crossbar (W) [16]. Power
and area requirements were estimated using MIT-DSENT [17].
Network latency and throughput was simulated using a cycle
accurate network simulator.

For latency simulations, we varied the network load from
0.01-0.2 of the network capacity. The simulator was warmed
up under load without taking measurements until steady state
was reached. The simulation was allowed to run until all the
labeled packets reached their destinations. All designs were
tested with different synthetic traffic patterns such as Uniform
Random, Non-Uniform Random, Bit-Reversal, Butterfly, Ma-
trix Transpose, Complement, and Perfect Shuffle.

A. Network Laser Power Analysis

While photonic links can provide significantly higher band-
width density than typical electrical links, if the links are not
implemented efficiently the required laser power can become
excessive and outweigh the benefits. Laser power must be
increased to offset insertion losses introduced from waveguide
cladding, waveguide intersections, couplers, optical fibers, ring
modulators, and other structures. XChip uses very simple
links to facilitate communication between nodes. By doing so,
we can achieve significantly lower laser power requirements
compared to other competing architectures. Figure 3 depicts
the estimated laser power requirements for several photonic
architectures. Based on insertion losses and laser power esti-
mations, the XChip architecture requires approximately 11.42
watts of laser power, 10.33% more than the W-shaped optical
crossbar, but 9.96% less than the estimated required laser
power for the hybrid optical/electrical network.

Fig. 4. Comparison of network area footprints.

B. Network Area Analysis

We estimated the required area footprint of a 256-core
XChip network and compared against 256-core implementa-
tions of a hybrid optical/electrical network (HYBRID-256), an
optical ring crossbar (RING-256), and a W-shaped (W-256)
optical crossbar. Figure 4 depicts the network area footprints.
The XChip area has two components, processor footprint and
HMC footprint. The network footprint is approximately 10.9%
less than the estimated footprint of the Firefly architecture, the
next smallest architecture by area requirement.

C. Performance Analysis

The XCHIP 256-core architecture was simulated using
the Sniper simulator [20] and compared against a generic
optical ring crossbar (RING), also consisting of 256-cores,
based on achieved Instructions Per Cycle (IPC). The XCHIP
architecture consists of three levels of cache, the L1 private
caches at each core, the L2 cache shared by 4 cores at each
node on the processor die, and the 16 shared 16MB LLC
caches on the HMC logic die. An inclusive cache coherence
protocol used, giving the XCHIP architecture and effective
256MBs (total size of the last-level, LLC cache) of unique
cache data storage.

The simulations were conducted for varying L2 cache slice
sizes. For smaller L2 cache slice sizes, an increased penalty
to IPC is expected due to an increase in L2 cache misses
compared to larger L2 cache slice sizes. Any L2 cache miss
must traverse the optical network to the LLC cache on the
HMC logic die to be serviced. By increasing the size of
the L2 cache slices the IPC is expected to increase as the
number of L2 cache misses declines. However, increasing
the L2 cache slice sizes can be costly in terms of area
and footprint, and so a balance must be found to maintain
acceptable system throughput without consuming too much
area for the L2 cache. The penalty from implementing a
small L2 cache depends heavily on the application workload.
For example, the penalty is evident for the Ocean.NonCont
application workload, as shown in Figure 5, where there was
a significant cache miss rate. But for some applications such
as the FFT workload where there is low demand for cache
memory there is no significant penalty. For comparison, the
IPC for an optical RING crossbar is shown for each application
workload. Because the RING architecture implements only
two levels of cache, the second level cache was kept constant



Fig. 5. Comparison of achieved system Instructions Per Cycle (IPC) for the
XCHIP and optical RING crossbar architectures using (a) Radix, (b) FFT, (c)
Ocean.NonCont, and (d) Cholesky benchmark application workloads. The IPC
was measured for various XCHIP L2 cache slice sizes ranging from 128KB to
4096KB. The LLC cache on the HMC die is kept at 16 16MB caches for each
simulation. Because the RING architecture only has two levels of cache the
private L1s and the distributed shared L2, the L2 cache size remains constant
with 64 4MB L2 cache slices, totaling 256MB.

with 4MB L2 cache slices distributed to each node for a total
cache size of 256MB.

To demonstrate the penalties of splitting the LLC into a
processor L2 and HMC LLC, the cache area and energy
consumption was estimated using CACTI 6.5 [21]. Figure 6
shows total cache energy consumption for several application
workloads and cache area footprints for the XCHIP and
RING architectures. Again, the simulations were executed for
various L2 cache slice sizes for the XCHIP architecture, while
the RING L2 cache size remained constant with 64 4MB
caches, each architecture totaling 256MB of last-level cache.
The cache energy consumption for the XCHIP architecture is
expectedly higher than the cache energy consumption for the
RING architecture. This is because L2 cache misses must be
serviced by the LLC cache on the HMC logic die. Accessing
both cache levels causes results in increased energy consump-
tion. While there is a significant cache energy overhead for
the XCHIP architecture, the architecture requires significantly
less laser power as discussed in the previous section.

V. RELATED WORK

Several photonic crossbar architectures have been proposed
by researchers [14], [15]. One of the challenges in implement-
ing a photonic crossbar using the optical ring design is over-
coming insertion losses. Adding more nodes to an optical ring
crossbar increases the number of ring modulators and receivers
along the waveguides, contributing additional insertion losses.
In the worst case, the optical ring crossbar design may also
require a signal to travel almost twice around the chip before
reaching the destination node. In doing so it incurs significant
insertion losses which must be offset with increased laser
power or more sophisticated receiver circuitry to maintain low

bit error rates. Researchers have explored methods to reduce
optical insertion losses such as implementing electrical sub-
networks [15]. Although laser power consumption is reduced,
the diameter of the network is increased, resulting in increased
packet latencies and reduced system throughput. The XChip
architecture also implements the crossbar topology, albeit with
a different layout implementation.

The idea of closing the processor to memory gap using
photonics is not a new concept and, in fact, several papers
have already proposed photonics as a potential solution to the
bandwidth and power constraints of off-chip communication
[19], [22], [23]. In [23] and [22], connecting 3D-stacks of
DRAM using photonics to reduce energy costs and access
latency is explored. PIDRAM explores integrating photonics
in the DRAM chips at varying granularities to reduce en-
ergy consumption. While the PIDRAM architecture focuses
on interfacing the memory controllers from the processor
to the DRAM chips, XChip explores stretching the shared
cache interconnect off-chip from the processor to the memory
controllers residing on the HMC chip.

VI. CONCLUSIONS

In this paper, we introduced XChip, an efficient, high per-
formance optical interconnect for future many-core processors.
While recent trends in computer architecture point towards
integrating system components such as DRAM and GPUs on
the processor die, emerging technologies such as photonics
may overcome off-chip bandwidth constraints and improve
power efficiency. We show how pushing shared cache off-chip
and closer to main memory connected using photonic links we
can achieve high performance core-to-memory communication
with minimal power and area overhead. By implementing
the network partially in free-space using optical fibers, we
can reduce on-chip network complexity and minimize optical
insertion losses.
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