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Abstract—As Network-on-Chip (NoC) architectures become
more relevant with an increasing number of cores on a chip,
research into emerging technologies and devices to replace power
hungry global metallic interconnects has become critical. In this
paper, we propose a practical wireless architecture called GLOW,
a global wireless interconnect for NoCs. With our ultra-low power
transceivers centered at a 100 GHz carrier frequency, we present
a wireless topology with a maximum bandwidth of 80 GHz. Both
frequency and spatial division multiplexing (FDM and SDM) are
used in GLOW on a near-term 64-core architecture. We are able
to achieve a power savings up to 56% compared to mesh, torus
and CMesh while improving speedup by 2.1× on average on real
application benchmarks.

I. INTRODUCTION

With the number of transistors doubling every 18 months,
chip designs are moving towards integrating multiple cores on
a single chip. Bus-based networks become a bottleneck due to
the increase in power consumption and latency with large core
counts. Thus, designers have moved towards more scalable and
modular Network-on-Chip (NoC) architectures [1]. However,
the global metal interconnects, which are used to commu-
nicate across chip in traditional NoC designs, increase wire
delays and power consumption. Multi-hop communication and
increased complexity of interconnect routing also cause high
latency and power dissipation in the network [2]. Even though
metal wires have limitations at long distances, they can still be
highly effective and suitable for short distance communication.
A 1 mm metal wire in 32 nm complementary metal-oxide-
semiconductor (CMOS) technology consumes a low energy
of 0.18 pJ/bit.

For long distance communication, wireless interconnects
have been considered to alleviate the power losses as well as
provide high bandwidth and low latency [2], [3]. Various ap-
plications such as local area networks (WLANs), cell phones,
pagers and others have already been implemented in CMOS-
compatible wireless technologies. Wireless on-chip networks
can reduce the metal wire area overhead when compared to
traditional NoCs architecture. Moreover, the low power of the
short distance on-chip communication make them an attractive
replacement for global interconnects. Wireless interconnects
can provide some unique benefits including: (1) the feasibility
and cost effectiveness of being CMOS compatible, (2) reduced
area overhead with no wires or waveguides, and (3) transmis-
sions from edge to edge across the chip with low power.

The benefits of on-chip wireless communication has been
demonstrated in some recent work. The work in [4] uses

wireless interconnects in a wired/wireless hybrid design called
WCube which uses centralized wireless hubs operating in
the frequency range of 100-500 GHz and consuming 4.5
pJ/bit. While communication at this frequency range provides
high bandwidth, there are many challenges in the circuits
and devices for the wireless transceivers. The work in [3]
proposed a hybrid design using several centralized wireless
hubs connected in a small world topology. A low energy of
0.33 pJ/bit was estimated using optical modulators and carbon
nanotube antennas that are difficult to integrate at the on-chip
level. The work in [5] proposed iWISE; a wireless hybrid
design for a large number of cores by distributing wireless
hubs in the 100-500 GHz range across the network and using
a token sharing scheme.

In this paper, we propose GLOW - global wireless intercon-
nects for practical NoCs. GLOW is a feasible wired/wireless
64 core hybrid NoC design which uses ultra-low power
transceivers centered at 100 GHz. However at 100 GHz, the
total bandwidth of 80 GHz necessitates the use of frequency
and spatial division multiplexing (FDM and SDM). FDM and
SDM effectively expands the total bandwidth by increasing the
total number of links allowing for long, low power links that
skip over intermediate routers, maximizing network through-
put, minimizing packet latency and lowering network power.
Our wireless transceiver operates at a realistic device data rate
of 5 Gbps using on-off keying (OOK) modulation with double-
gate CMOS (DG-CMOS) mixers to reduce area overhead and
tunable power amplifiers (PA) to adjust power for varying
transmission distance. We use 16 wireless links at 5 Gbps each
and evaluate the wireless network to show a power reduction of
up to 56% while improving throughput of approximately 24%
on average compared to leading wired topologies. The results
from our network using real applications such as PARSEC [6],
SPLASH-2 [7], and SPEC CPU2006 [8] show a 2.1× speedup
over the mesh topology. The major contributions of this work
include:

1) We design a hybrid 64-core network with wireless links
separated by frequency and spatial division (FDM and
SDM) to maximize throughput and minimize packet
latency.

2) We design a practical, ultra-low power transceiver at a
realistic 5 Gbps data rate OOK modulation with DG-
CMOS mixers.

3) Lastly, we use wireless links to improve power by up to



56% and a speedup of 2.1× by evaluating our network
on synthetic traffic as well as real applications such
as PARSEC, Splash-2, and SPEC CPU2006 benchmark
traces collected from SIMICS and GEMS.

II. GLOW ARCHITECTURE

Figure 1 shows GLOW for a 64-core network with 16
frequencies each at 5 Gbps each. We use a concentration
of four cores as this has been shown to be an effective
technique to reduce the router and buffer area overhead. The
advantage of wireless links is at long distances due to their
ability to transmit packets in a single cycle at low power. For
this reason, 8 frequencies (f0-f7) are used as long links to
connect the routers which are farthest apart which are the
edges of the topology as shown in Figure 1. The remaining 8
frequencies (f8-f15) are used as medium links to connect the
second furthest routers around the edge of the topology. These
additional connections can be used to quickly move traffic
around the edges of the topology. Each router in the topology
has between 8-10 ports depending on its location - 4 ports for
the cores and 4-6 ports for the wired/wireless links. FDM is
used to create 16 links which do not interfere. Frequencies
can be re-used to increase the number of links by a factor of
2 using SDM in the x-dimension and y-dimension to create a
total of 32 wireless links. For example, f0 is used as a long
+x link in the top row then repeated as a long -x link two
rows down. Therefore, the frequencies in the x/y dimensions
are interleaved every two rows/columns and facing in opposite
directions to avoid interference at receivers tuned to the same
frequency.

Communication for GLOW uses XY dimension ordered
routing (DOR). First, packets travel in the +x or -x direction
depending on the shortest path in terms of hop count from
source to destination. Then the packet will travel in the +/-y
direction to reach its destination based on the shortest path.
Therefore, packets traveling in the x direction will need two
hops at most for the middle rows and one hop at most for
the top and bottom rows. Likewise in the y direction, there
will be a maximum of two hops for the middle columns and
a maximum of one hop for the far left and right columns.
This creates a four hop diameter network; however the average
hop count can be lowered for certain traffic patterns. Each
router has four virtual channels (VCs) for each input to avoid
deadlocks. Additionally, there are no circular dependance
because XY DOR is used.

III. WIRELESS TRANSCEIVER DESIGN

The transceiver for GLOW uses on-off keying (OOK)
since the simplicity of this non-coherent modulation technique
leads to a very low power consumption as well as ultra-
compact architecture. We target ultra-low power operation
(<1pJ/bit) as well as ultra-short (∼2 cm) range, based on
100 GHz RF-CMOS technology and on-chip antennas. In the
transceiver blocks, voltage controlled oscillators (VCO) are
used to generate the different carrier frequencies onto which
the data is modulated via double-gate (DG)-CMOS mixers

f0 

f1 

f2 

f3 

f6  f7 

Wired Link 

+y 

+x 

f10 

f1 

f0 

f3 

f2 

f4  f5 f5  f4 f7  f6 

f11 

f8 

f9 

f11 

f10 

f9 

f8 

f12 f13 f13 f12 

f14 f15 f15 f14 Memory 

Controller 

Memory 

Controller 

Memory 

Controller 

Memory 

Controller 

Fig. 1. GLOW: 64 core GLOW topology with 16 wireless channels each at
5 GHz.

and amplified with tunable gain power amplifiers (PA). The
gain in the PA must be sufficient to drive poor-efficiency on-
chip antennas (<λ/2) via matching networks, which considers
transmission losses and fade-out. Low-noise amplifiers (LNA)
are needed to boost the incoming signal to an envelope detector
required to make bit decisions. The use of DG RF-CMOS
devices provides room for novel tunable (VCO/PA), compact
(mixer/modulator), efficient (PA/LNA) circuit blocks, as these
transistors will be available in sub-32nm nodes [9]. We assume
that magnetic thin films for on-chip inductor design will lead
to substantial area savings as argued by Borkar [10]. Thus, the
compact TRX design implemented here is based on simplicity
and efficiency at the system level, while it also uses device and
technology elements that will be available in the next several
iterations of the Silicon roadmap.

The choice of DG-CMOS devices for the TRX circuitry
is based on the insight that the digital fabric of the NoC
system is to be woven using sub-32 nm devices. DG-MOSFET
devices are not only the most likely alternative for digital
design, but also highly capable devices open to innovation
in RF and mixed-signal performance. Hence, in the context
of this work, DG-CMOS devices are especially suitable for
power tuning (core-to-core distance adjustment) and channel
selection (VCO tuning) in the GLOW architecture. The critical
system component that exploits DG-CMOS is the tunable
wide-band PA topology shown in Figure 2. It is a three-stage
design with inter-stage matching to flatten the response in
the 60-140GHz band, gain of which can be tuned via back
gates between 0 to 8 dB (Figure 3). The demodulation of
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Fig. 2. Wide-band PA circuit based on Double-Gate CMOS devices that
allow gain tuning via the back gates designed for 32 nm technology. Multi-
stage amplifier uses interstage-matching to provide a wide-band response and
larger gain.
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Fig. 3. Simulated response of the wide-band tunable-gain PA circuit to be
used in the OOK design. The inset shows gain tuning available at different
frequencies using a VDD=1V.

the OOK data can be also achieved using standard CMOS
envelop detector circuitry, implemented using DG-MOSFETs
in Figure 4. A more complete and detailed simulation of the
RF performance for the entire OOK TRX is outside the scope
of this work and will be provided once accurate commercial
models for the DG-MOSFET devices are available in the near
future. The ASU PTM model used for the present simulations
is sufficient to verify operation and extract power figures, but
lacks toolset, rigor and flexibility for such a demanding task.
Undoubtedly, one of the most complex and interesting parts
of the TRX design is how to deal with on-chip antennas
and underlying incompatibility between frequency/wavelength
and physical dimensions inherent to the NoC systems. The
antenna design is left for future work and may require non-
conventional solutions such as guided plasmons or plasmonic
resonant structures or 2D and 3D metamaterials.

IV. PERFORMANCE EVALUATION

In this section, we compare GLOW to electrical NoC de-
signs including mesh, torus, and Concentrated Mesh (Cmesh)
architectures. Each packet contains four flits of size 5 bits.
For a fair comparison, the electrical networks are scaled
down to match the bisection bandwidth by adjusting the
link width and adding delays. We realize that 5 bit flits is
small, however, the low carrier frequencies centered at 100
GHz limit the total bandwidth available. However, the results
are still representative of what is expected with larger flit
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Fig. 4. (a) OOK demodulator circuit using two DG-MOSFETs, one of which
operates in the IDDG mode. (b) Simulated input and output response of the
demodulator for a 5 Gbps signal, indicating the successful recovery of the
binary information.
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Fig. 5. Speedup compared to mesh for 64-core networks on the SPLASH-2,
PARSEC, and SPEC CPU2006 benchmarks.

sizes because as flit size increases, the link data rates for
both wired and wireless networks will increase equally thus
the results are relative. The full execution-driven simulator
SIMICS from Wind River was used to extract traffic traces
from the real applications, SPLASH-2, PARSEC, and SPEC
CPU2006. We assume a 2 cycle delay to access the L1 cache,
a 4 cycle delay for the L2 cache, and a 160 cycle delay to
access main memory. In addition to the real traffic traces,
synthetic traffic was also used such as Uniform Random and
Permutation Patterns. Both real and synthetic traffic was ran on
a cycle accurate network simulator. The electrical power and
area results were estimated using Orion 2.0. In the following
sections, we will compare GLOW to electrical networks by
providing power and area estimates along with speedup and
throughput simulation results.

A. Speed-up and Throughput

Figure 5 shows the speedup in total number of cycles to
complete the execution of different SPLASH-2, PARSEC, and
SPEC CPU2006 traces. GLOW has an average speedup of
2.1× compared to mesh and performs better than CMesh
by 11.6%. As speedup is effected by packet latency, mesh
and torus performs poorly due to the large number of in-
termediate routers between source and destination with torus
being slightly better due to the wrap around links. Topologies
such as CMesh and GLOW have a lower hop count which
increases speedup. GLOW outperforms CMesh due to the long
wireless links placed at the edges of the chip that do not
incur longer delays at longer distances as wired links do. The
throughput results for GLOW in Figure 6 show an average
36.5% improvement over CMesh and 28.7% improvement
over torus. The use of long and medium wireless links lower
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Fig. 7. Average power per packet for 64 cores with a 80 GHz total bandwidth under (a) Uniform and (b) Complement traffic.

the hop count of GLOW to maximum of four. This reduces the
time a packet spends on the network allowing more packets to
be accepted by the cores during each cycle. The concentrated
networks encounter contention in some traffic patterns since
four cores are connected to one router which results in a
slight drop in performance compared to mesh and torus.
However, the reduction in packet latency due to concentration
compensates for the contention.

B. Power Dissipation

The energy dissipation of a metal link was considered to be
0.2 pJ/bit/mm at 1 GHz in 32 nm technology. The buffer write
and 5x5 crossbar traversal power dissipation was 0.954 mW
and 0.744 mW, respectively. For a 5x5 router, the VC allocator
consumed 6.66 mW and the switch allocator consumed 3.19
mW. Using Synopsys HSPICE, an energy of 0.1596 pJ/bit/mm
was used for a 32 nm wireless link. Figures 7(a) and (b) show
the power per packet of the 64 core networks with a 80 GHz
bandwidth. The use of the long wireless links in GLOW allows
packets to skip over more routers and have a greater power
savings. With Uniform traffic, GLOW saves approximately
44% over mesh, 41% over torus, and 23% over CMesh. With
uniform traffic, each core will send to every destination with
equal probability. The high number of low power wireless
links results in a high power savings for GLOW. Certain traffic
patterns such as Complement, where many packets want to
travel across the chip, have a greater power savings of 56%
over mesh as packets go through less arbitration, crossbar
traversals, and buffer writes at intermediate routers in addition
to the savings in link power.

C. Area Overhead

The total transmitter and receiver area in 32 nm technology
is 0.054 mm2 and 0.04 mm2, respectively. The transmitter
area is mostly dominated by the inductors in the PA and
VCO; its area was computed from [10]. The receiver area
is dominated by the LNA which occupies 0.04 mm2. The
wireless transceivers dominate the total area of GLOW causing
the area to be 49% larger than torus and 2.8× larger than
CMesh. This area increase is the trade-off for the power
savings and performance increase. As the flit size increases and
data rates increase, the transceiver area will not change and the
relative network area will come down; however, we are limited
at 100 GHz. Furthermore, the area of the wireless transceivers
will reduce with technology scaling. Additionally, with small
transmission distances, it may be possible to remove the major

contributors to the transceiver area by eliminating LNA, PA,
and impedance matching circuitry.

V. CONCLUSION

In this paper, we proposed a wireless hybrid NoC ar-
chitecture GLOW for a maximum bandwidth of 80 GHz.
Utilizing the available bandwidth with FDM and SDM, we are
able to improve performance over electrical networks. OOK
modulators with DG-CMOS are used for low power and area
transceivers. We evaluate our network on real applications
to show improved speedup and power. We scale down the
flit size to accommodate for the limited bandwidth; however
to increase bandwidth further, higher carrier frequencies are
needed.
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