
2/13/2015 

1 

EE 4683/5683:  

COMPUTER ARCHITECTURE 

 

Avinash Kodi, kodi@ohio.edu 

Thanks to Christos Kozyrakis 

Lecture 5A: Limits of Instruction Level  

Parallelism 

Agenda 

2 

 Limits of multiple issue processor 

 Thread level parallelism (TLP) 

mailto:kodi@ohio.edu


2/13/2015 

2 

Limits to Multi-Issue Machines 

 Inherent limitations of ILP in programs. 

 

 Difficulties in building the underlying hardware 

 

 Limitations that are specific to either SS or VLIW. 
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Limits to Multi-Issue Machines 

 Inherent limitations of ILP 

 There may not be enough available operations to fill available 

instruction issue slots. 

 On the average, we need to find a number of independent 

operations that is equal to: Pipeline Depth x No. Functional Units. 

  Which means we need to have about 15 to 20 operations to keep 

a multiple-issue processor with 5 units busy. 
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Limits to Multi-Issue Machines 

 Difficulties in building the hardware: 

 Increase ports to Register File (VLIW example needs 6 read and 3 

write for Integer register file and & 6 read and 4 write for FP register 

file) 

 There is  an increase in memory bandwidth which requires: 

 Increase ports to memory, which in turn is expensive and slow! 

 This may be the most serious limitation to multiple-issue systems 

 Decoding SS and impact on clock rate 
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The Big Picture 

6 

 So far, we run single process, single thread 

 Extracting ILP from sequential instruction stream 

 

 Single thread performance cannot scale indefinitely 

 Limited ILP within each thread 

 Power consumption & complexity of superscalar cores 

 

 Thread-level parallelism 

 To increase utilization and tolerate latency in single core 

 To exploit multiple cores 
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Performance beyond single thread ILP 

 There can be much higher natural parallelism in some 
applications  
(e.g., Database or Scientific codes) 

 Explicit Thread Level Parallelism or Data Level 
Parallelism 

 Thread: process with own instructions and data 
 thread may be a process part of a parallel program of multiple 

processes, or it may be an independent program 

 Each thread has all the state (instructions, data, PC, register 
state, and so on) necessary to allow it to execute 

 Data Level Parallelism: Perform identical operations on 
data, and lots of data 

 

What is a process? 

 Process: 

 The process abstraction is a convenient way of allowing multiple 

computations to share a single computer 

 A process consists of a sequential execution stream (processor 

state), virtual address space, and the state of the resources the 

computation is using (program counter, CPU registers, program 

status word (PSW), data structures, open files) 
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What is a process? (Cont.) 

 Process 
 Processes are useful because they provide each 

computation with its own virtual machine, allowing 
computations to be independent 

 Processes are relatively heavy-weight, however, since 
there is a lot of work involved in creating and 
destroying processes, and switching between them 
(context switching) 

 Process abstraction may not be suitable for all 
applications, since cooperating processes may not 
need nor want separate address space 

 

What is a thread? 

 A lighter-weight abstraction is that of the thread, which is 

simply a sequential execution stream (thread of control).  

 Multiple threads can share the same address space and 

other resources – a collection of such threads is called a 

process or a task 

 Each of these threads can have its own local context 

(PC, PSW, set of registers) 
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Recall: OS Context Switch 
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 OS context switch 
 Timer interrupt stops a program in mid-execution (precise) 

 OS saves the context of the stopped thread 
 PC, GPRs, and more 

 Shared state such as physical pages are not saved 

 OS restores the context of a previously stopped thread (all except 
PC) 

 OS uses a “return from exception” to jump to the restarting PC 
 The restored thread has no idea that it was interrupted, removed and 

restarted 

 Take a few hundred cycles per switch (why?) 
 Amortized over the execution “quantum” 

 

 What latencies are tolerated using OS context switch? 

 How much faster would a user-level thread switch be? 

Why Multithreading? 

 Motivation: HW underutilized on stalls 
 Memory misses  

 Data and control stalls 

 Synchronization and I/O 

 

 Instead of reducing stalls, switch to a new running 
thread for a while 
 Latency tolerance 

 Improves throughput and HW utilization 

 Does not improve single thread performance 

 

 Need support for fast context switching 
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 While SS is a good technique, it turns out that many 
applications have low levels of ILP due to data and 
control dependencies 

Processor 

Cycles 

Full issue slot 

Empty issue slot 

9 Horizontal slots wasted 

12 Vertical Slots wasted 

Why Multithreading? 

Classification of MT 

 TLP on the chip level can be divided into several 

categories 

 Fine-grain MT (FGMT) 

 Coarse-grain MT (CGMT) 

 Simultaneous MT (SMT) 

 The classification is usually done based on the context 

switch and the amount of resource sharing  
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Classification of MT (Cont.) 

 FGMT: Switches between threads every clock 
cycles, it interleaves multiple threads 

 CGMT: interleaves multiple threads but on 
coarse grain boundaries delimited by a long 
latency event (Eg. cache miss) 

 SMT: eliminates context switching altogether by 
interleaving multiple threads and issue multiple 
instruction per cycle 
 This allows instructions from multiple simultaneously 

active threads to occupy a processor’s execution 
window (idea is to eliminate horizontal waste) 

Simple Multi-threaded Processor 

18 

 Multiple threads supported in hardware 

 With multiple hardware contexts 

 Context switch events: with coarse-grain MT 

 High latency event such as cache misses or I/O operations 

 Max cycle count for fairness 
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Example: Sun UltraSparc T1 

19 

 A fine-grain MT system 

 With multiple cores on a chip 

 4-threads per CPU, round-robin 

 Thread blocks on stalls, mul, div 
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Simultaneous Multithreading (SMT) 

 Simultaneous multithreading (SMT): insight that 
dynamically scheduled processor already has many 
HW mechanisms to support multithreading 

 Large set of virtual registers that can be used to hold the 
register sets of independent threads  

 Register renaming provides unique register identifiers, so 
instructions from multiple threads can be mixed in datapath 
without confusing sources and destinations across threads 

 Out-of-order completion allows the threads to execute out of 
order, and get better utilization of the HW  

 Just adding a per thread renaming table and keeping 
separate PCs 

 Independent commitment can be supported by logically 
keeping a separate reorder buffer for each thread 
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Classification of MT (Cont.) 

(a) Superscalar (b) Fine-grain MT  (c) SMT  

Regular OOO Vs SMT OOO: the Alpha 

Approach 
22 
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SMT Resource Sharing 

23 

 What are the trade-offs? 

The Multi-core Alternative 

24 

 Use Moore’s law to place more cores 

 Roughly the same clock frequency 

 

 Good news 

 Exponentially scaling peak performance 

 no power problems 

 Easier verification 

 

 Bad news 

 Just like MT, need multiple programs or parallel programs 
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SMT v/s CMP 
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 All architectures above have eight threads 

 Which configuration yields the highest performance for an 

average workload? 

 Run benchmarks on various configurations, find optimal 

performance point 
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Intel Nehalem 

AMD Opteron X4 

Core 0 Core 1 

Core 2 Core 3 

L3 
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Processor Micro architecture Fetch / 
Issue / 

Execute 

Func-
tional 

Units 

Clock 
Rate 
(GHz) 

Transis-
tors, 

Die size 

Power 

Intel 
Pentium 4 
Extreme 

Speculative 
dynamically 

scheduled; deeply 
pipelined; SMT  

 3/3/4 7 int. 
1 FP 

3.8 125 M,    
122 
mm2 

115 W 

AMD 
Athlon 64 

FX-57 

Speculative 
dynamically 
scheduled 

3/3/4 6 int. 
3 FP 

2.8 114 M, 
115 
mm2 

104 
W 

IBM 
Power5  
(1 CPU 
only) 

Speculative 
dynamically 

scheduled; SMT;  
2 CPU cores/chip 

8/4/8 6 int. 
2 FP 

1.9 200 M, 
300 
mm2 
(est.) 

80W 
(est.) 

Intel 
Itanium 2 

Statically scheduled  
VLIW-style 

6/5/11 9 int. 
2 FP 

1.6 592 M, 
423 
mm2 

130 
W 

Head to Head ILP competition 

Performance on SPECint2000 
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Normalized Performance: Efficiency 
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Int/Trans 4 2 1 3 

FP/Trans 4 2 1 3 

Int/area 4 2 1 3 

FP/area 4 2 1 3 

Int/Watt 4 3 1 2 

FP/Watt 2 4 3 1 

Microprocessor Comparison 

Processor SUN T1 Opteron Pentium D IBM Power 5 

Cores 8 2 2 2 

Instruction issues  

/ clock / core 1 3 3 4 

Peak instr. issues  

/ chip 8 6 6 8 

Multithreading 

Fine-

grained No SMT SMT 

L1 I/D in KB per core 16/8 64/64 

12K 

uops/16  64/32 

L2 per core/shared 

3 MB 

shared 

1MB / 

core 1MB/  core 

1.9 MB 

shared 

Clock rate (GHz) 1.2 2.4 3.2 1.9 

Transistor count (M) 300 233 230 276 

Die size (mm2) 379 199 206 389 

Power (W) 79 110 130 125 
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33 

And in conclusion … 

 Limits to ILP (power efficiency, compilers, dependencies 
…) seem to limit to 3 to 6 issue for practical options 

 Explicitly parallel (Data level parallelism or Thread level 
parallelism) is next step to performance 

 Coarse grain vs. Fine grained multihreading 
 Only on big stall vs. every clock cycle 

 Simultaneous Multithreading if fine grained 
multithreading based on OOO superscalar 
microarchitecture 
 Instead of replicating registers, reuse rename registers 

 Balance of ILP and TLP decided in marketplace 

 


